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ABSTRACT 

Random linear network coding has recently been widely applied in peer-to-peer networks, 

wireless networks, and sensor networks, in order to enhance the system throughput and 

robustness. Such systems are prone to pollution attacks, however, because a single polluted data 

packet from a malicious peer will be encoded with other genuine data packets and the pollution 

will be propagated to the whole network at an exponential rate. Homomorphic hash functions 

have been proposed to defend the pollution attacks, but there remain two new challenges: (1) 

Homomorphic hash function requires network coding be performed in GF(q) where q is a very 

large prime number. Unfortunately network coding in GF(q) is computationally expensive due to 

the extensive large number operations; (2) Homomorphic hashing function itself is 

computationally expensive for contemporary CPUs: only a few hundreds of Kbps can be 

achieved on a 3.0 GHz Pentium 4 PC. This paper proposes to exploit the computing power of 

Graphic Processing Units (GPUs) for network coding and homomorphic hashing, which leads to 

an integrated practical network coding solution for distributed systems. Specifically, we show 

how to use NVIDIA GPUs and the Computer Unified Device Architecture (CUDA) 

programming model to achieve a great speedup over the CPU counterpart. Our contributions are 

three-fold. First of all, we developed a multi-precision modular arithmetic library for CUDA 

platform. The library is not only key to our specific application, but also very useful for a large 

number of cryptographic applications. Secondly, we designed and implemented parallel network 

coding in GF(q), which achieves a significant speedup over the CPU implementation. Thirdly, 

we designed and implemented a parallel algorithm for homomorphic hashing, which achieves 30 

times of speedup over existing CPU record. Our work demonstrates that GPU computing is not 

only meaningful for scientific applications, but also important for popular desktop applications 

such as file distribution and media streaming. 

1. INTRODUCTION 

In recent years, peer-to-peer (P2P) content distribution applications such as BitTorrent and 

ppLive, have become the most popular Internet applications due to their scalability and 

robustness. Random linear network coding has been proposed as an effective mechanism to 

improve the performance of such P2P applications [21]. However, P2P applications with 

network coding suffer from the notorious pollution attack: a malicious node can send out bogus 

packets which will be merged into genuine packets and propagated into the whole network at an 

exponential rate. To resolve this problem, homomorphic hash functions have to be designed and 

applied such that the hash of any encoded packet can be effectively derived from the hashes of 

the original packets, which enables the detection of bogus packets before a peer encodes it with 

other packets [15] [17]. Giving this theoretically sound solution, there remain two new 



 2 

challenges, however. First of all, homomorphic hash function requires network coding be 

performed in GF(q) where q is a very large prime number. Unfortunately network coding in GF(q) 

is computationally expensive, as we will show in Section 6. Secondly, homomorphic hash 

function itself is computationally expensive for contemporary CPUs: only a few hundreds of 

Kbps can be achieved on a 3.0GHz Pentium 4 PC [15]. In order to apply network coding theory 

into practical distributed systems, the computational challenges have to be resolved. 

Recent advances in Graphics Processing Units (GPUs) open a new era of GPU computing 

[33]. For example, commodity GPUs like NVIDIA’s GTX 280 has 240 processing cores and can 

achieve 933 GFLOPS of computational horsepower. Traditionally, using GPU for non-graphic 

applications has been considered to be very difficult. But recently, the NVIDIA CUDA 

programming model makes it easier for developers to develop non-graphic applications using 

GPU [1] [4]. In CUDA platform, the GPU becomes a dedicated coprocessor to the host CPU, 

which works in the principle of Single-Program Multiple Data (SPMD) where multiple threads 

based on the same code can run simultaneously. 

Motivated by observing the computational requirement of network coding and homomorphic 

hashing, in this paper we propose to use GPU for network coding and also homomorphic hashing. 

Random linear network coding requires operations like vector-matrix multiplications, matrix 

inversion, and matrix-matrix multiplications, all in GF(q) where q is a large prime number (e.g., 

257 bit). Homomorphic hashing requires extensive modular exponentiation operations over an 

even larger prime modulus p (e.g., 1024 bit). To facilitate the development of network coding 

and homomorphic hashing, we first develop a multiple-precision modular arithmetic library for 

the CUDA platform. This library is not only key to network coding applications, but also useful 

for lots of security applications such as RSA, Rabin, and ElGamal scheme. We then design and 

develop massively parallel network coding in GF(q) using CUDA. We finally demonstrate the 

design and implementation of massively parallel homomorphic hash function. By carefully 

designing parallel algorithms and applying several CUDA optimization techniques, a significant 

performance boost has been achieved in our experiments. 

The rest of the paper is organized as follows. Section 2 provides background information on 

network coding, homomorphic hash function, GPU architecture and CUDA programming model. 

Section 3 presents the design of multiple-precision modular arithmetic library for CUDA. Section 

4 presents the parallel algorithms for random linear network coding in GF(q). Section 5 presents 

the parallel algorithms for homomorphic hash function. Experimental results are presented in 

Section 6, followed by our conclusions in Section 7. 

2. BACKGROUND AND RELATED WORK 

In this section, we provide the required background knowledge of network coding, 

homomorphic hash function, GPU architecture and CUDA programming model, and also present 

some related work. 

2.1 Network Coding 

In traditional communications networks, the intermediate nodes simply perform data 

forwarding. Recently, a large number of research works focus on applying network coding to 

improve network performance. The seminal work of network coding has been studied in [11] 

[12], which showed that a multicast session can achieve the data rate of multicast upper bound if 
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network nodes are allowed to perform coding. Later it has been further shown that linear network 

coding is sufficient to achieve the multicast capacity [14]. Linear network coding regards the 

messages as vectors of elements in a finite field, and the encoding function is a simple linear 

combination over the finite field. The framework of random network coding was proposed in 

[13], which shifts network coding research from theory to practical applications. 

The Avalanche system from Microsoft Research exploits the random linear network coding 

in P2P content distribution [16]. Researchers at University of Toronto developed the LAVA and 

R
2
 P2P live streaming systems using random linear network coding [24] [25]. Network coding 

has also been applied to distributed storage systems [23] by researchers from University of 

California, Berkeley. More recently, network coding also attracts lots of research projects in 

wireless networks and sensor networks [18] [26] [37]. Next, we show a general framework of 

random linear network coding in P2P data distribution applications. 

Assume the data to be distributed is divided into n blocks 
1 2

( , , , )
n

b b bK , where each block 

i
b is further divided into m codewords 

,i k
b , {1, , }k m∈ K . An encoded block je  is a linear 

combination of the n original blocks and it is also divided into m codewords ,j ke , {1, , }k m∈ K . 

The linear relationship between je  and the original n blocks is described by je ’s global 

coefficient vector ),,,( ,2,1, njjj ccc K , i.e., 
, ,1,

n

j i i kij k c be
=

⋅=∑ , {1, , }k m∈ K . In a P2P application, a 

peer receives encoded data blocks from upstream peers, and also creates new encoded data 

blocks by randomly and linearly combining its received encoded blocks, and then disseminates 

the new encoded blocks to its downstream peers. Notice that the global coefficient vector should 

be derived and sent along with each new piece of encoded data block. Obviously the encoding 

process is a vector-matrix multiplication. A peer can recover/decode the original n blocks as soon 

as it has received n linearly independent coded blocks 1 2( , , , )ne e eK , by solving the set of linear 

equations 
, ,1,

n

j i i kij k c be
=

⋅=∑ , {1, , }k m∈ K , {1, , }j n∈ K . Hence the decoding process involves 

matrix inversion and matrix-matrix multiplication. 

The above operations could be implemented in finite fields such as prime fields GF(q) or 

extension fields GF(q
r
) where q is a prime number. The computational performance of random 

linear network coding in GF( 2
r ) has been previously studied in [20] [22]. But to our best 

knowledge, the computational performance of random linear network coding in prime field GF(q) 

has not been studied yet. 

2.2 Homomorphic Hash Functions 

P2P networks are prone to the pollution attacks in which bogus data blocks are disseminated 

into the network by malicious peers. When network coding is not deployed, each peer will 

receive original data blocks directly from other peers, and hence it is possible to use hash 

functions such as SHA1 to verify the correctness of a data block simply by comparing the hash of 

each received data block to the corresponding hash provided by the source. A hash function maps 

a large bit stream to a shorter one with a fixed length. Given a hash value, it is computationally 

difficult to find another bit stream which can result in the same hash value. 

For P2P networks with network coding, the effect of pollution attack becomes more serious 

and more difficult to handle [17] [19] [32]. First of all, each bogus block could be mixed with 
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valid blocks and propagated throughout the network; secondly, the standard hash functions 

cannot be applied here because a peer receives random encoded packets which cannot be 

predetermined by the source. Homomorphic hash functions are currently the only solution to this 

security issue, which enable a peer to detect the bogus data block once it has been received. 

Homomorphic hash functions have the property that the hash value of a linear combination of the 

input blocks can be constructed by the hash values of those input blocks. One such homomorphic 

hash function, ( )h ⋅ , has been proposed in [15], which requires to decide a set of hash parameters 

( , , )G p  q  g=  in advance. The parameters p and q are large prime numbers of order pλ  and qλ  

chosen such that | 1q p − . The parameter g  is a vector of m numbers, each of which can be 

written as ( 1) /p qx − mod p where qx∈Ζ  and 1x ≠ . The method of creating the parameter set can 

be found at [15]. The homomorphic hash of a data block ib is then calculated as  

,

1
( ) k i

m b

kki gh b
=

= ∏  mod p.            (1) 

Following the notations in Section 2.1, the hash values of the original blocks 1 2( , , , )nb b bK  

are 1 2( ), ( ), , ( )nh b  h b   h bK  respectively. Given an encoded block je  with global coefficient 

vector ,,1 ,2( , , , )j nj jc c cK , the homomorphic hash function ( )h ⋅  can be shown to satisfy the 

following condition:  

,

1
( ) ( )j i

n
c

j ii
h e h b

=
= ∏ .        (2) 

This property can be used to verify the authenticity of an encoded block. The verification 

process is illustrated in Figure 1. Typical values of the parameters are summarized in Table I. 

 
Figure 1: Data verification using homomorphic hash function in network coding enabled P2P applications 

Although the homomorphic hash function can theoretically resolve the pollution attack 

problem, it is computationally expensive for today’s desktop CPUs. A 3 GHz Pentium 4 CPU 

can only achieve around 300 Kbps of throughput for verifying a single 16 KB data block, using 

the parameters in Table I [15]. 

Some compromised solutions have been proposed to address the computational difficulty. In 

[17], a cooperative scheme is proposed to prevent the propagation of bogus packets by 

probabilistically verifying packets and informing other nodes when a malicious node has been 

detected. This scheme cannot totally remove bogus packets from the network, however. 
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Table 1. Homomorphic hash function parameters 

Name Description Typical Value 

pλ  Discrete log security parameter 1024 bit 

qλ  Discrete log security parameter 257 bit 

p Random prime, pp λ=||   

q Random prime, qq λ=|| , 1| −pq   

m Number of codewords per data block 512 

n Number of data blocks 128 

g 1 x m vector of order q  

2.3 GPU Computing and CUDA 

GPUs are dedicated hardware for manipulating computer graphics. Due to the huge 

computing demand for real-time and high-definition 3D graphics, the GPU has evolved into a 

highly parallel manycore processor. The advances of computing power in GPUs have driven the 

development of general-purpose computing on GPUs (GPGPU). The first generation of GPGPU 

requires that any non-graphics application must be mapped through graphics application 

programming interfaces (APIs). An overview of this topic can be found at [27]. 

Recently one of the major GPU vendors, NVIDIA, announced their new general-purpose 

parallel programming model, namely Compute Unified Device Architecture (CUDA) [1] [4], 

which extends the C programming language for general-purpose application development. 

Meanwhile, another GPU vendor AMD also introduced Close To Metal (CTM) programming 

model which provides an assembly language for application development [2]. Intel also exposed 

Larrabee, a new many-core GPU architecture specifically designed for the market of GPU 

computing very recently [36]. Since the release of CUDA, it has been used for speeding up a 

large number of applications [28] [29] [30] [31] [34] [35]. 

The NVIDIA GeForce 8800 GPU has 16 Streaming Multiprocessors (SMs), and each SM 

has 8 Scalar Processors (SPs), resulting a total of 128 processor cores. The SMs have a Single-

Instruction Multiple-Data (SIMD)1 architecture: At any given clock cycle, each SP executes the 

same instruction, but operates on different data. Each SP can support 32-bit single-precision 

floating-point arithmetic as well as 32-bit integer arithmetic. 

Each SM has four different types of on-chip memory, namely registers, shared memory, 

constant cache, and texture cache. For GeForce 8800, each SM has 8192 32-bit registers, and 16 

Kbytes of shared memory which are almost as fast as registers. Constant cache and texture cache 

are both read-only memories shared by all SPs, but with very limited size. Off-chip memories 

such as local memory and global memory have relatively long access latency, usually 400 to 600 

clock cycles [4]. The properties of the different types of memories have been summarized in [4] 

[29]. In general, the scarce shared memory should be carefully utilized to amortize the global 

memory latency cost. Shared memory is divided into equally-sized banks, which can be 

simultaneously accessed. If two memory requests fall into the same bank, it is referred to as bank 

conflict, and the access has to be serialized. 

                                                                 

1 NVIDIA named the architecture as Single-Instruction, Multiple-Thread (SIMT) in [4]. In this paper, we ignore the difference between SIMT 

and SIMD. 
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In CUDA model, the GPU is regarded as a coprocessor capable of executing a great number 

of threads in parallel. A single source program includes host codes running on CPU and also 

kernel codes running on GPU. Compute-intensive and data-parallel kernel codes run on GPU in 

the manner of Single-Process Multiple-Data (SPMD). The threads are organized into thread 

blocks, and each block of threads are executed concurrently on one SM. Up to 512 threads can 

exist in a block. Threads in a thread block can share data through the shared memory and can 

perform barrier synchronization. But there is no synchronization mechanism for different thread 

blocks besides terminating the kernel. Each SM can run at most eight thread blocks concurrently, 

due to the hard limit of eight processing cores per SM. As a thread block terminates, new blocks 

will be launched on the vacated SM. Another important concept in CUDA is warp, which is 

formed by 32 parallel threads and is the scheduling unit of each SM. When a warp stalls, the SM 

can schedule another warp to execute. A warp executes one instruction at a time, so full 

efficiency can only be achieved when all 32 threads in the warp have the same execution path. 

There are two consequences: first, if the threads in a warp have different execution paths due to 

conditional branch, the warp will serially execute each branch which increases the total time of 

instructions executed for this warp; secondly, if the number of threads in a block is not a multiple 

of warp size, the remaining instruction cycles will be wasted. 

3. MULTIPLE-PRECISION MODULAR ARITHMETIC 

In this section, we present a set of library functions of multiple-precision modular arithmetic 

implemented on GPUs. These library functions are the cornerstones of the network coding 

system and homomorphic hash functions. In modular arithmetic, all operations are performed in 

group mΖ , i.e., the set of integers {0,1, , 1}m −L . In the following, the modulus m is represented 

in radix b as 1 1 0( )n n bm m m m− L  where 0nm ≠ . Each symbol , 0im  i n≤ ≤ , is referred to as a 

radix b digit. Non-negative integers x and y, ,x m  y m< < , are represented in radix b as 

1 1 0( )n n bx x x x− L  and 1 1 0( )n n by y y y− L  respectively. Due to space limitation, we do not present 

the modular addition and subtraction algorithms. Readers are referred to [9] for more details. 

3.1 Modular Multiplication 

One straightforward method to implement modular multiplication of x y⋅  mod m is to 

calculate x y⋅  first and then calculate the remainder of x y⋅  divided by m. Hence we first give 

two algorithms to calculate multiple-precision multiplication and division respectively. 

Algorithm 1 Multiple-precision Multiplication 

INPUT: non-negative integers x and y, each with 1+n  radix b digits and 1+s  radix b digits respectively. 

OUTPUT: yx ⋅  = bsnsn zzzz )( 011 L+++ . 

1:   for ( i from 0 to 1++ sn ) do  

2:        0←iz ; 

3:   end for 

4:   for ( i from 0 to s ) do 

5:       0←c ;  /* carry digit */ 

6:       for ( j from 0 to n ) do 

7:           cyxzuv ijjib +⋅+← +)( ; 

8:            vz ji ←+ ; uc ← ; 

9:       end for 

10:     uz in ←++ 1 ; 

11: end for 

12: return bsnsn zzzz )( 011 L+++ ; 

 

Algorithm 2 Multiple-precision Division 
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INPUT: non-negative integers x and y, each with 1+n  radix b digits and 1+s  radix b digits respectively, 1≥≥ sn , 

0≠sy . 

OUTPUT: the quotient bsn qqqq )( 01L−=  and remainder bs rrrr )( 01L=  such that ryqx +⋅= , yr <≤0 . 

1:    for ( i from 0 to sn − ) do  

2:        0←iq ; 

3:    end for 

4:    while ( sn
byx

−
⋅≥ ) do 

5:        1+← −− snsn qq ;  

6:        snbyxx −⋅−← ; 

7:    end while 

8:    for ( i from n down to 1+t ) do 

9:        if ( si yx == ) then 11 −←−− bq si ; 

10:      else  siisi yxbxq /)( 11 −−− +⋅← ; 

11:      while ))(( 21
2

11 −−−−− +⋅+⋅>+⋅⋅ iiisssi xbxbxybyq  do 

12:          111 −← −−−− sisi qq ; 

13:      end while 

14:      1
1

−−
−− ⋅⋅−←

si
si byqxx ;  

15:      if ( 0<x ) then 

16:          1−−
⋅+←

sibyxx ; 

17:          111 −← −−−− sisi qq ; 

18:      end if 

19:  end for 

20:  xr ← ; 

21:  return ),( rq ; 

The classical modular multiplication is suitable for normal operations. However, when 

performing modular exponentiations, Montgomery multiplication shows much better 

performance advantage [7]. The following gives the Montgomery reduction and Montgomery 

multiplication algorithms. 

Let m be a positive integer, and let R and A be integers such that R m> , gcd(m, R) = 1, and 

0 A m R≤ < ⋅ . The Montgomery reduction of A modulo m with respect to R is defined as 1A R−⋅  

mod m. In our applications, R is chosen as nb  to simply the calculation. 

Algorithm 3 Multiple-precision Montgomery Reduction 

INPUT: integer m with n radix b digits and gcd(m, b) = 1,  n
bR = , 1

'
−

−= mm  mod b, and integer A with 2n radix b 

digits and RmA ⋅<  . 

OUTPUT: T = 1−
⋅ RA  mod m. 

1:    AT ← ; 

2:    for ( i from 0 to 1−n ) 

3:        'mTu ii ⋅←  mod b; 

4:        i
i bmuTT ⋅⋅+← ; 

5:    end for 

6:    n
bTT /← ; 

7:    if ( mT ≥ ) then mTT −← ; 

8:    return T; 

 

Algorithm 4 Multiple-precision Montgomery Multiplication 

INPUT: integers m, x, y with n radix b digits, mymx <<  , , and gcd(m, b) = 1,  n
bR = , 1

'
−

−= mm  mod b. 

OUTPUT: T = 1−
⋅⋅ Ryx  mod m. 

1:    0←T ; 

2:    for ( i from 0 to 1−n ) 

3:        ')( 00 myxTu ii ⋅⋅+←  mod b; 

4:        bmuyxTT ii /)( ⋅+⋅+← ; 

5:    end for 

6:    if ( mT ≥ ) then mTT −← ; 

7:    return T; 

3.2 Multiplicative Inversion 

Traditionally multiplicative inversion is obtained through extended Euclidean algorithm. In 

order to avoid the expensive multiple-precision division operations, we implement multiple-

precision multiplicative inversion using an extended binary GCD algorithm. 



 8 

Algorithm 5 Multiple-precision Multiplicative Inversion 

INPUT: odd prime number m with n radix b digits, positive integer a with n radix b digits, ma <  . 

OUTPUT: integer mb Ζ∈  such that 1≡⋅ba  (mod m) . 

1:    mu ← ; av ← ; 0←B ; 1←D ; 

2:    while u is even 

3:        2/uu ← ; 

4:        if B is even then 2/BB ← ; 

5:        else 2/)( mBB −← ; 

6:    end while 

7:    while v is even 

8:        2/vv ← ; 

9:        if D is even then 2/DD ← ; 

10:      else 2/)( mDD −← ; 

11:  end while 

12:  if ( vu ≥ ) then  vuu −← ; DBB −← ; 

13:  else uvv −← ; BDD −← ; 

14:  if 0==u then return D; 

15:  else go to Step 2. 

3.3 Modular Exponentiation 

The following algorithm shows the Montgomery exponentiation algorithm which can save 

the number of division operations significantly. 

Algorithm 6 Multiple-precision Montgomery Exponentiation 

INPUT: integer m with n radix b digits and gcd(m, b) = 1,  n
bR = , positive integer x with n radix b digits and 

mx < , and positive integer e = 20 )( eet L  . 

OUTPUT: e
x  mod m. 

1:    
2

( , )x Mont x R  mod m←% ;  

2:    RA ←  mod m; 

3:    for ( i from n down to 0) 

4:        ( , )A Mont A  A← ; 

5:        if 1==ie  then ( , )A Mont A  x← % ; 

6:    end for 

7:    ( , 1)A Mont A  ← ; 

8:    return A; 

4. PARALLEL NETWORK CODING ON GPUS 

4.1 Network Encoding 

Assume the encoding is performed on n blocks 
1 2( , , , )nb b bK

2, where each block 
ib is further 

divided into m codewords 
,i kb , {1, , }k m∈ K . The encoding process will creates a sequence of 

encoded blocks 
j

e  which includes m codewords 
,j k

e . 
j

e  is generated based on a random local 

coefficient vector 
j

c = ,1 ,2 ,( , ,..., )
j j j n

c c c : ,, ,1

n

j ij k i ki
e c b

=
= ⋅∑  mod q, {1, , }k m∈ K . Here q is a 

predefined large prime number, and ,j ic  are positive 32-bit integers. To summarize, the encoding 

process includes two steps: (1) generating the local coefficient vector jc ; (2) modular vector-

matrix multiplication. The CUDA library provides a very high efficient random number 

generator using Mersenne Twister method, which can generate tens of millions of random 

numbers per second using GPU. As the time required to generate n random numbers are 

negligible as compared with the encoding time, we will focus on the optimization of encoding. 

The computing of each codeword 
,j ke  is done by a single thread. Hence encoding a single 

block requires m threads. Each thread computes a dot product and then performs a modular 

operation. In order to fully exploit the computing power of GPUs, thousands of threads are a 

                                                                 

2 These n blocks are not necessarily the original data blocks. For a non-source peer, it encodes on the received encoded blocks 

directly, without decoding them first. 
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normal requirement. Hence we propose a batched encoding approach for small values of m, 

which encodes K blocks simultaneously as shown in Figure 2(b).  

                      

(a)        (b) 

Figure 2: Network encoding: (a) Encoding a single block (b) Encoding multiple blocks in a batch 

4.2 Network Decoding  

The decoding process includes the following two steps: (1) matrix inversion; (2) matrix-

matrix multiplication. We use Gauss-Jordan elimination for the matrix inversion, which brings a 

matrix to its reduced row echelon form. There is no stability issue because we are operating in 

finite field. The parallel matrix inversion algorithm makes uses of both CPU and GPU. The non-

parallel part such as finding the multiplicative inverse is done by CPU, whilst the parallel part 

such as reducing to row echelon form is done by GPU. 

Algorithm 7 Matrix Inversion in GF(q) 

INPUT: An n x n non-singular matrix M, an n x n unit matrix U 

OUTPUT: the inverse of M 

1:    lead ←  0;  

2:    row ←  n; col ←  n; 

3:    for ( r = 0 to row - 1) 

4:        i ←  r; 

5:        while M[i, lead] == 0 

6:             i++; 

7:        Swap rows i and r of M and U; 

8:        t ← multiplicative inverse of M[r, r];  /* on CPU */ 

8:        Multiply row r of M and U by t; /* on GPU */ 

9:        for all rows j except row r of M and U 

10:          For M, subtract M[j, lead] multiplied by row r from row j; /* on GPU */ 

11:          For U, subtract M[j, lead] multiplied by row r from row j; /* on GPU */ 

12:      end for 

12:      lead++; 

13:  end for 

14:  return U 

The matrix-matrix multiplication can be implemented in a similar way as the vector-matrix 

multiplication. Each element in the output matrix requires one thread; hence the total number of 

threads is n
2
, which is sufficient to fill the GPU cores since n is normally no less than 64 in 

practice. One difference from the encoding process is that, the multiplication operations are 

performed between two large integers, which is much more time consuming. In this scenario, a 

straightforward parallel implementation cannot achieve satisfactory performance due to the 

global memory latency. GPU’s on-chip shared memory can be exploited to amortize the global 
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memory latency, and we propose to use a titled version of matrix multiplication, in which the 

matrix is divided into a number of sub-blocks [4] [29]. As illustrated in Figure 3, the computing 

of sub-block subB  is done by a thread block. The threads in this block cooperatively load the data 

from the two tiles in coefficient matrix and TE into shared memory. Then these threads compute 

the partial dot product in shared memory, and continue with the next tile. The size of the tile 

should be controlled such that two tiles can be accommodated by the shared memory of a SM. 

 

Figure 3: Tiled matrix multiplication 

5. PARALLEL HOMOMOPHIC HASHING ON GPUS 

Fast exponentiation is critical to lots of cryptographic applications and has been extensively 

studied in the history. It is also the most important component of the homomorphic hash function. 

Some good references on this topic include [6] [9] [10]. In this section, we present two parallel 

algorithms for homomorphic hashing based on different modular exponentiation methods. 

5.1 Naïve Parallel Homomorphic Hashing 

The homomorphic hash function has two steps: (1) perform m modular exponentiations; (2) 

perform m-1 modular multiplications. It is straightforward to implement the first step in parallel 

by distributing the m modular exponentiations to the GPU processing cores. Assume the GPU 

contains N cores, and each core takes time 
exp

T  to calculate a single modular exponentiation, then 

step (1) will take time  ( / 1)
exp

Tm N +  to finish. It is also obvious to see that step (2) takes time 

 
2

( log 1)
mul

m T+ , where 
exp

T  denotes the time of a single modular multiplication operation. 

5.2 Parallel Homomorphic Hashing with Precomputation 

When applying homomorphic hash function in network coding enabled P2P applications, the 

same homomorphic hash function, i.e., with the same set of parameters, will be used for a large 

data set such as a whole file or a video streaming session. Under this special circumstance, it is 

possible to speedup the modular exponentiations by precomputation [8]. To calculate e
g , we first 

represent the exponent e using radix 2
k

b = : 
1

0

n i

ii
e a b

−

=
=∑ , where 0

i
a b≤ <  and 

1
0

n
a

−
≠ . It is easy to 

see that 
2

( log 1) /n e k= +       . The fast modular exponentiation algorithm requires the 

precomputation of 2
ki

g mod m for 1 1i n≤ ≤ − . Then we can use the following algorithm to 

calculate e
g  mod m. 
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Algorithm 8 Exponentiation with Precomputation 

INPUT: integers m, g, 
1

0

m i

ii
e a b

−

=
=∑ ,  R , and 2ki

Rg mod m for 1 1i n≤ ≤ −  

OUTPUT: 
e

g  mod m. 

1:    ,A R  B R← ← ; 

2:    for ( j from 1b −  down to 1) 

3:        for i from 0 to 1m −  

4:            if 
i

a j==  then 2( , )ki

B Mont B Rg←  mod m; 

5:        end for 

6:       ( , )A Mont A B← ; 

7:    end for 

8:    ( ,1)A Mont A← ; 

9:    return A; 

As shown by [8], the above algorithm takes 3m b+ −  multiplications. For e with 257-bit, the 

optimal value of b is 16, which takes only 78 multiplications in the worst case, as compared with 

512 multiplications required by the binary method. 

6. EXPERIMENTAL RESULTS 

The CPU version of the homomorphic hash function is implemented in C language by 

utilizing the GNU MP arithmetic library, version 4.2.3 [3]. We have also implemented the three 

different implementations of homomorphic hash function using CUDA. We tested all our 

algorithms on Inno3D GTX260 graphic card with an NVIDIA GeForce GTX260 GPU which has 

192 processing cores. The computer system has an Intel Core2 CPU of 1.6 GHz. 

6.1 Performance of Network Encoding  

The throughput of network encoding process is shown in Figure 4(a) in log-scale. In theory, 

the encoding time complexity is linear to the size of n. This is in accordance with our 

experimental results. The throughput of network encoding on CPU is very poor: only 10.3 Mbps 

for n = 128. The GPU performance is very impressive: 842 Mbps can be achieved for n = 128 

and batch size K of 64. The speedup of GPU over CPU has been plotted in Figure 4(b), for 

different batch sizes and n. We find that larger batch sizes lead to better performance, until some 

threshold has been met. In our test environment, K = 64 is the optimal setting. 

6.2 Performance of Network Decoding 

Network decoding includes two steps: (1) matrix inversion; (2) matrix-matrix multiplication. 

The performance of matrix inversion is shown in Figure 5. The time used for matrix inversion is 

shown in Figure 5(a) using log-scale, and the speedup of GPU over CPU is plotted in Figure 5(b). 

It is well known that matrix inverse using Gauss-Jordan elimination has a time complexity of 
3( )O n . Our experimental results on CPU follow this trend very well, for n = 64, 128, 256. The 

performance of parallel matrix inversion on GPU is a bit more complicated due to the kernel 

loading overhead and communication overhead between the CPU and GPU. Figure 5(b) shows 

that the speedup grows with the increase of n: this is because the over head can be better 

amortized by more parallel operations. The speedup of GPU over CPU is 14.9 for n = 128 and 

22.0 for n = 256. 

The performance of the matrix-matrix multiplication process is shown in Figure 6. The 

throughput is much slower than the encoding process. Even so, the GPU can achieve 192.5 Mbps 
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of throughput for n = 128 when shared memory is utilized. The speedup of GPU over CPU 

ranges from 53 to 60 for n = 64, 128, 256 respectively, when shared memory is used. 
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Figure 4: Performance of network encoding: (a) Encoding throughput in Mbps (b) Speedup of GPU over CPU 
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Figure 5: Performance of matrix inversion: (a) Matrix inversion time in ms (b) Speedup of GPU over CPU 
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Figure 6: Performance of matrix multiplication: (a) Throughput in Mbps (b) Speedup of GPU over CPU 

The performance of the whole decoding process is shown in Figure 7, for m = 512. Since the 

speedup of matrix-matrix multiplication is much larger than the speedup of matrix inverse, the 

speedup of the overall decoding process is limited by the performance of matrix inversion. The 

overall decoding throughput when n = 128 is 49.4 Mbps which includes the matrix inverse and 

matrix multiplication. The decoding performance can be further enhanced by using a larger value 

of m, because the same matrix inverse operation is now used for a larger data volume. We 

repeated the experiments for m = 1024. The decoding throughput on GPU when n = 128 is now 

increased to 78.6 Mbps, which is 32.4 times faster than CPU with the same setting of system 

parameters. 
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Figure 7: Performance of network decoding. (a) Throughput of decoding in Mbps (b) Speedup of GPU over CPU 
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Figure 8: Throughput of homomorphic hashing on GPU with different number of threads per block (TB) and 

different number of thread blocks (NB): (a) Naïve parallel algorithm (b) Exponentiation with precomputation 

6.3 Performance of Homomorphic Hashing 

The CPU version of homomorphic hashing can only achieve 130 Kbps of throughput, which 

is in accordance with the results reported in [10]. They used a 3.0 GHz CPU to achieve around 

300 Kbps of throughput. Since the working frequency of our GPU is closer to the 1.6 GHz of our 

CPU, it is reasonable to use the hashing throughput of 1.6 GHz CPU for comparison purpose. 

The naïve parallel homomorphic hashing uses Algorithm 6 to calculate exponentiations. The 

CUDA architecture requires a large number of threads to hide the memory latency and to fully 

utilize the computing power. The number of threads per thread block (denoted by TB), and also 

the number of thread blocks (denoted by NB), are the two main factors that affect the hashing 

throughput. We plot the throughput for different configurations in Figure 8 (a). It is easy to 

observe that more threads per block can generally achieve better throughput. When the number of 

threads per block is fixed, the throughput can be improved by creating more thread blocks. Since 

our GPU has 24 SMs, the number of thread blocks should be a multiple of 24. We found that 

using at least 6144 threads can achieve the best performance. This optimal configuration can be 

achieved by several combinations:  TB=256 and NB=24, or TB=128 and NB=48, or TB=64 and 

NB=96. To summarize, the best throughput can be achieved if the following conditions are 

satisfied: (1) the number of threads per block is a multiple of 32 (i.e., the warp size); (2) the 

number of thread blocks is a multiple of 24; (3) the total number of threads should be at least 

6144. In order to create so many threads, it is necessary to perform the calculation of multiple 

homomorphic hashes together. For example, if m = 512, we should perform the homomorphic 

hashing for 12 different data blocks simultaneously.  
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The performance of the parallel homomorphic hashing with precomputation is shown in 

Figure 8 (b). The effect of TB and NB on the hashing throughput is very similar to the previous 

case. If we compare the results with those in Figure 8 (a), we can observe a speedup of 6.8 for the 

highest throughput. This is very close to the theoretical speedup of 6.5 derived in Section 5.2. 

The highest hashing throughput is 8979 Kbps, which is achieved by using 256 threads per thread 

block and a total of 120 thread blocks.  This is about 30 times of the existing CPU record, and it 

is enough for today’s P2P applications. Nevertheless, the homomorphic hashing is the most time 

consuming component in secure network coding enabled applications. Higher throughput can be 

obtained by using a more powerful graphic card. 

7. CONCLUSIONS 

Network coding has been shown as a powerful technique to enhance the system throughput 

and robustness; and homomorphic hash functions are a supplementary tool for defending the 

pollution attack. The remaining challenges are the computational requirement of network coding 

in prime field and the homomorphic hashing. This paper demonstrates a practical parallel 

implementation of network coding and homomorphic hashing using GPUs. Our experimental 

results show that the computational obstacle of network coding and homomorphic hashing can be 

stridden over by designing efficient parallel algorithms and fully exploiting the computing power 

of contemporary GPUs that are widely available on today’s desktop PCs. 
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