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Advancing Precise Healthcare with LLMs:  

Improving Multimodal Integration and Clinical Interpretability 

 
Abstract 

 
Nowadays, artificial intelligence (AI) has increasingly influenced healthcare. A primary source of clinical data is 

electronic health records (EHRs), which integrate heterogeneous and multimodal information, including unstructured medical 
notes and irregularly sampled time-series laboratory test results. To better leverage these complex data for precision medicine, 
numerous multimodal learning frameworks have been proposed. Nevertheless, conventional approaches face several intrinsic 
limitations: they often rely on task-specific architectures tailored to individual modalities, struggle to generate unified patient 
representations across time-series and textual data, scale poorly when confronted with new clinical conditions, and frequently 
operate as “black boxes,” obscuring their decision-making processes. 

 
Recently, large language models (LLMs) have transformed natural language processing (NLP) and are increasingly 

applied in healthcare due to their ability for chain-of-thought reasoning, which facilitates interpretable clinical evidence 
generation. However, integrating LLMs with multimodal EHRs remains challenging: 

 
1. While LLMs excel in processing multimodal inputs from texts and images, their application to other clinical 

modalities remains challenging, particularly for unstructured text and irregularly sampled time-series laboratory test 
results, due to their complex implicit semantic relationships and the scarcity of explicitly paired data. 

2. LLMs are susceptible to “hallucinations”, generating plausible yet factually incorrect outputs, which raises safety 
concerns in clinical contexts. 

3. The massive size of state-of-the-art LLMs, often containing hundreds of billions of parameters, imposes severe 
constraints on their deployment in resource-limited healthcare settings. 

 
This dissertation addresses these challenges by proposing novel frameworks that enhance multimodal alignment between 

medical notes and laboratory test results, thereby improving both interpretability and efficiency for LLMs and smaller 
language models (SLMs) in disease diagnosis. The main contributions are fourfold: 

 
1. We introduce LDAM and DirPred for SLMs, which enhance interpretability via attention-based feature selection 

and hierarchical predictive clustering. 
2. We present EHR-KnowGen, a generative encoder–decoder LLM framework that leverages soft prompts and 

external medical knowledge graphs to ground diagnostic outputs and strengthen multimodal fusion. 
3. We develop ProMedTS, a self-supervised approach that aligns time-series and textual data for frozen, off-the-shelf 

LLMs without requiring architectural modifications. 
4. We propose ClinRaGen, a multimodal rationale distillation method that transfers LLM reasoning to SLMs using 

external domain knowledge, enabling interpretable multimodal rationale generation for practical clinical decision 
support. 

 
Extensive evaluations on public medical benchmark datasets demonstrate that these methods achieve consistent 

state-of-the-art performance in disease diagnosis. Collectively, this work advances multimodal healthcare AI by providing 
practical, interpretable, and deployable solutions for next-generation clinical decision-support systems.  
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