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Towards Trustworthy Federated Learning with Imperfect Data 

 
Abstract 

 

Federated Learning (FL) is a distributed approach where clients keep data locally, train their own 

models, and share updates for aggregation—typically by averaging—to form a global model. This 

preserves privacy but struggles when client data are heterogeneous, which degrades the performance of 

the aggregated global model. Within FL, Generic Federated Learning (GFL) focuses on a single global 

model, while Personalized Federated Learning (PFL) adapts the global model to each client’s data, 

improving local accuracy but often harming generalization to out-of-distribution inputs. This tension 

raises key questions: can we combine the strengths of GFL and PFL, is a global model strictly necessary, 

and can personalized models be leveraged to enhance global performance? 

 

To address this, the authors propose Selective Federated Learning (SFL), a framework that bridges GFL 

and PFL by selecting the most appropriate personalized models for client-side inference based on 

incoming test data. SFL can outperform standard GFL, and both GFL and PFL appear as special cases 

within it. Because naive SFL implementations raise privacy, system overhead, and scalability concerns, 

the authors introduce Hot-Pluggable Federated Learning, a practical mechanism inspired by model 

components that enables SFL efficiently and safely. 

 

The work also tackles unlabeled data, common in horizontal FL with many end-user clients. They define 

Federated Generalized Category Discovery (FedGCD), analyze overfitting, build a strong 

simGCD-based baseline, and propose a prompt-tuning framework: clients learn prompts locally, the 

server aggregates them into a global prompt, and redistributes it to share global knowledge with minimal 

communication. Experiments on CIFAR-100 and CUB-200 show the method matches or exceeds 

FL-simGCD and other baselines while transmitting far fewer parameters. 
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