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HARDWARE IN THE LOOP (HWIL)







Solving an Ordinary Different Equation :  The Analog Way







FACEBOOK (META).  World largest AI SuperCluster

4000+ GPU Super Cluster



REDUCED ORDER AND SURROGATE MODEL







ACCELERATED PHYSICS
Using surrogate models to speed up existing code

EMULATION

SAMPLES FROM 
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FAST
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MODEL





BMW FACTORY



DIGITAL TWIN OF THE HUMAN







NEURALINK
SYNCHRON

BRAIN COMPUTER INTERFACE



HUMAN DIGITAL TWINS















STATE OF ART

AI ALGORITHMS







GAUGAN 2AND GAUGAN360
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CONVERSATIONAL AI IS TRANFORMING INDUSTRIES

IN-CAR ASSISTANTS
75M New Cars per Year

Alex: Find us a Mexican restaurant
Jarvis: The nearest Mexican Restaurant is 

Luna Kitchen

VIDEOCONFERENCE 
CC, TRANSLATION, TRANSCRIPTION

200M Meetings per Day

SMART SPEAKERS
150M Sold per Year

RETAIL ASSISTANTS
12M Retail Stores

CALL CENTER
500M Calls per Day

+
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AI:  ALPHAGO



REINFORCEMENT LEARNING



















APPLICATIONS IN

SCIENCE







ENFORCING PHYSICAL CONSTRAINTS
Physics Informed Neural Nets

https://maziarraissi.github.io/PINNs/



https://www.youtube.com/watch?v=mQuvYQmdbtw


PROCESSOR FOR AI



CONSIDERATION 

Computation Speed

Scalability 

Power Consumption









FACEBOOK (META).  World largest AI SuperCluster

4000+ GPU Super Cluster



HIGH DEGREE OF PARALLELISM – IDEAL FOR MASSIVELY CONNECTED 
CORES

- Key operation of 
dense M x V

- Batching for training 
& latency insensitive.   

M x M

DNN – Deep NN

- Requires convolution 

& M x V

- Multiply limited (even without batching)

CNN – Convolutional NN



THE RISE OF AI CHIP







ARCHITECTURAL DIFFERENCE



FERMI ARCHITECTURE



PROOF OF MASSIVELY PARALLEL PROCESSORS



COST OF OPERATIONS

Operation: Energy (pJ)

8b Add 0.03

16b Add 0.05

32b Add 0.1

16b FP Add 0.4

32b FP Add 0.9

8b Mult 0.2

32b Mult 3.1

16b FP Mult 1.1

32b FP Mult 3.7

32b SRAM Read (8KB) 5

32b DRAM Read 640

Area (mm2)

36

67

137

1360

4184

282

3495

1640

7700

N/A

N/A

Energy numbers are from Mark Horowitz “Computing’s Energy Problem (and what we can do about it)”, ISSCC 2014

Area numbers are from synthesized result using Design Compiler under TSMC 45nm tech node. FP units used DesignWare Library.



DEEP LEARNING - LESS PRECISION?



TENSOR CORE
Mixed Precision Matrix Math

4x4 matrices

D = AB + C

D = 

FP16 FP16 FP16 or FP32

A0,0 A0,1 A0,2 A0,3

A1,0 A1,1 A1,2 A1,3

A2,0 A2,1 A2,2 A2,3

A3,0 A3,1 A3,2 A3,3

B0,0 B0,1 B0,2 B0,3

B1,0 B1,1 B1,2 B1,3

B2,0 B2,1 B2,2 B2,3

B3,0 B3,1 B3,2 B3,3

C0,0 C0,1 C0,2 C0,3

C1,0 C1,1 C1,2 C1,3

C2,0 C2,1 C2,2 C2,3

C3,0 C3,1 C3,2 C3,3



Math Dispatch Unit
(1 warp instr/clk)

L0 I$

FP32
0.5/clk

INT
0.5/clk

MIO datapath
(64 B/clk)

Sub-Core

MIO scheduler
(0.5/clk)

MIO Queue
(Load/Store/TEX)

BRU

L1 I$

Constant $

Warp Scheduler
(1 warp instr/clk)

Tensor Core
FP16

FP64
0.25/clk

MUFU

0.125/clk

Register File
512*32b*32 threads = 64kB

VOLTA SM 







A100 AND V100 SPECS

V100 A100

SMs 80 108

Tensor Core 

Precision
FP16

FP64, TF32, BF16, 

FP16, I8, I4, B1

Shared Memory

per Block
96 kB 160 kB

L2 Cache Size 6144 kB 40960 kB

Memory Bandwidth 900 GB/sec 1555 GB/sec

NVLink Interconnect 300 GB/sec 600 GB/sec

FP64 Throughput 7.9 TFLOPS 9.7 | 19.5 TFLOPS

TF32 Tensor Core N/A 156 | 312 TFLOPS
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3RD GENERATION MULTI-PRECISION TENSOR CORES IN 
A100

Greatest Generational Leap – 20X Volta

Precision Peak Vs Volta

FP64 HPC 19.5 TFLOPS 2.5x

FP32 TRAINING 312 TFLOPS 20x

INT8 INFERENCE 1,248 TOPS 20x

2.4x
2.2x

4.4x

3.3x 3.2x
2.9x

0.0x

1.0x

2.0x

3.0x

4.0x

5.0x

ResNet-50 V1.5 U-Net Medical BERT Large Electra GNMT V2 TacoTron2 DLRM

A
I T

ra
in

in
g

V100 (FP32) A100 (TF32)

5x

TF32 = Default Precision in TensorFlow and PyTorch
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1.5-2X MORE HPC PERFORMANCE THAN V100

All results are measured
Except BerkeleyGW, V100 used is single V100 SXM2. A100 used is single A100 SXM4
More apps detail: AMBER based on PME-Cellulose, GROMACS with STMV (h-bond), LAMMPS with Atomic Fluid LJ-2.5, NAMD with v3.0a1 STMV_NVE
Chroma with szscl21_24_128, FUN3D with dpw, RTM with Isotropic Radius 4 1024^3, SPECFEM3D with Cartesian four material model
BerkeleyGW based on Chi Sum and uses 8xV100 in DGX-1, vs 8xA100 in DGX A100

1.5X 1.5X 1.6X

1.9X
2.0X

2.1X

1.7X
1.8X

1.9X

0.0x

0.5x

1.0x

1.5x

2.0x

NAMD GROMACS AMBER LAMMPS BerkeleyGW Chroma FUN3D SPECFEM3D RTM

A100

S
p
e
e
d
u
p

V100

Molecular Dynamics Physics Engineering Geo Science



3RD GENERATION MULTI-PRECISION TENSOR CORES IN A100
Greatest Generational Leap – 20X Volta

Precision Peak Vs Volta

FP64 HPC 19.5 TFLOPS 2.5x

FP32 TRAINING 312 TFLOPS 20x

INT8 INFERENCE 1,248 TOPS 20x

TF32 = Default Precision in TensorFlow and PyTorch



SCIENTIFIC CHALLENGES



SCIENTIFIC CHALLENGES

• Data Labelling

• Limited Data

• Enforcing Physical Constraints

• Uncertainty Quantification

• Trustworthiness and Interpretability

• HPC - AI Coupling

• Loss of Dynamic Range

• Data Movement

• Numerical Stability

• Generalization

Problems that arise when applying AI to science



MILLION-X CLIMATE SCIENCE
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100km

10km

1km

100m

10m

1m

1980 1990 2000 2010 2020 2030 2040 2050 2060
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1km at 1min (1X COMPUTE)

100m at 1s (10,000X COMPUTE)

1m at 0.01s (100 BILLION X COMPUTE)

C
O

N
V

EC
TI

O
N

 
R

ES
O

LV
IN

G

ST
O

R
M

 R
ES

O
LV

IN
G

ST
R

A
TO

C
U

M
U

LU
S 

R
ES

O
LV

IN
G

R
ES

O
LU

TI
O

N

Figure adapted from: Schneider, T., Teixeira, J., Bretherton, C. et al. Climate goals and computing the future of clouds. Nature Clim Change 7, 3–5 (2017). https://doi.org/10.1038/nclimate3190



NVIDIA MODULUS
Physics-ML Neural Simulation Framework

Framework for Developing Physics-ML Models

Train Physics-ML Models Using Governing Physics, 
Simulation, and Observed Data

Multi-GPU, Multi-Node Training

1,000-100,000X Speed Models – Ideal for Digital Twins

SymPy Equation
Model Library

(SiREN, PINO, PINN, MESHFREE)

Multi-Node Multi-GPU Training Engine

Numerical 
Optimization 

Plans

Geometry
ICs & BCs

Observations

Computational Graph Compiler

Available Now
developer.nvidia.com/modulus



EARTH DIGITAL TWIN IN OMNIVERSE

ERA5 ECMWF 
Atmospheric Winds & Geopotential

10 TB  |  30km  |  5 Atmos Layers

RAPIDS

100,000X Speed-Up
0.25 Seconds for 7-Day Forecast

Training: 4 Hours on 128 A100 GPUs

Modulus Omniverse

Fourier Neural Operator
AI

EARTH
EMULATOR

Satellite

Ocean

Ecosystem

Atmosphere

Extreme 
Weather 
Prediction

Wind Energy 
Forecasting

Disaster 
Mitigation







ACCELERATED PHYSICS
Using surrogate models to speed up existing code

EMULATION

SAMPLES FROM 
EXPENSIVE FUNCTION

FAST
SURROGATE

MODEL



Deep learning is being rapidly adopted by the Earth System Science community









CARBON CAPTURE





GENERATIVE ADVERSARIAL NETWORK






