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ABSTRACT

As foundation models continue to grow in number and capability, an important
question is how to reuse them effectively for new tasks and queries. Instead of
training from scratch, a better strategy is often to select the right pretrained model
and adapt it when needed. In this talk, I will present a general framework for model
reuse, where we represent tasks and models in a shared space and use this
information to quickly identify suitable pretrained models from a large model pool.
This idea can be applied to image classification, time-series forecasting, vision-
language models, and large language models. The same theme also extends from
task-level model selection to query-level routing for LLMs. I will discuss our recent
work on routing collapse, where routers tend to overuse the strongest model and
ignore smaller, cheaper ones, hurting the performance-cost trade-off, as well as
new methods to make routing more balanced and efficient. Finally, I will show how
routing ideas can also be used to accelerate training: we predict which prompts are
most valuable for the current policy and allocate training budget more effectively,
leading to faster training and better final performance.
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