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Pre-trained language models (PLMs) have shown significant success in various downstream tasks by providing
initial parameters for task-specific fine-tuning. An inherent challenge of this approach is that adapting solely
to downstream tasks may lead to the forgetting of pre-trained knowledge, resulting in limited fine-tuning
performance on downstream tasks. To tackle this challenge, we propose a novel approach called EGO-PLM,
where PLMs serve as task-specific embedding generator. The underlying insight of EGO-PLM is to align the
fine-tuning tasks for PLMs with those utilized during the pre-training phase. Within this framework, we design a
task-agnostic pre-defined task that is similar to the pre-training phase and a task-specific embedding generator
to adapt to specific tasks, enabling the specific task can be trained jointly with the pre-defined task. To
alleviate task conflicts between pre-defined and task-specific tasks and make sure the generated embedding are
task-specific, we propose consistency calibration (CoCa), which aligns the pre-defined objectives with the task-
specific ones. Specifically, CoCa identifies inconsistencies between the pre-defined and task-specific objectives
in an adversarial manner, subsequently calibrating these disparities through adversarial training. We validate
the effectiveness of EGO-PLM using 8 datasets across 6 task categories, demonstrating consistent and substantial
improvements compared to state-of-the-art baselines.

1. Introduction

Fine-tuning pre-trained language models (PLMs)(e.g., RoBERTa (Liu
et al., 2019) and Electra (Clark, Luong, Le, & Manning, 2020)), and
adapting them on various downstream tasks has achieved state-of-the-
art performance on various NLP tasks (Huang et al., 2022; Liu, Geng
et al., 2021), such as text classification (Ma et al., 2020; Mao, Liu, He,
Li & Cambria, 2022), machine translation (Yawei & Fan, 2021; Zhu
et al., 2021), and question answering (Lei et al., 2020; Miolo, Mantoan,
& Orsenigo, 2021). It has been shown that slightly fine-tuning these
initialized models can bring further performance gains (Pan, Hang, Sil,
& Potdar, 2022; Qiu, Zhang, & Zhou, 2021; Yao et al., 2022).

Significant efforts have been devoted to promoting fine-tuning
methods of PLMs, aiming to achieve higher performance on down-
stream tasks (Ding et al., 2022; Gunel, Du, Conneau, & Stoyanov,
2020; Liu, Li & Lee, 2021; Morio, Morishita, Ozaki, & Miyoshi, 2020;
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Zhang, Zhang, Zhu, & Lu, 2017). A commonly used approach is to
introduce auxiliary tasks during the fine-tuning process of PLMs, such
as contrastive learning (Gao, Yao, & Chen, 2021; Pan et al., 2022; Qiu
et al.,, 2021), which has highlighted further improvements in PLMs
fine-tuning for specific tasks. In this regard, adjusting PLMs with task-
specific and auxiliary objectives can lead to strong performance across
various downstream tasks.

However, tuning PLMs using task-specific data may lead to pre-
training knowledge forgetting and over-fitting phenomena (He et al.,
2021; Mao, Liang et al., 2022; Wallat, Singh, & Anand, 2021), which
may limit the performance improvement of existing fine-tuning meth-
ods on downstream tasks. There exists an objective mismatch between
the pre-training process and the downstream tuning process (Jiang
et al.,, 2019; Li et al., 2023). Specifically, PLMs are pre-trained to
generate text embedding in the data space using pre-defined objectives,
while PLMs are fine-tuned to generate text feature in the feature space
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Fig. 1. The Fl-score of BERT, RoBERTa, and RoBERTa+EGO on the intent dataset HWU
when the learning rate is relatively large, i.e., 1 x 107*. It is observed that, while both
RoBERTa and BERT experience performance divergence at a certain training epoch,
RoOBERTa+EGO consistently maintains strong performance throughout the training
process.

using task-specific objectives. Thus, tuning pre-trained models with
a (typically different) downstream objective can lead to performance
degradation on pre-defined tasks, i.e., knowledge forgetting (Chen, Hou
et al., 2020). One widely used empirical trick for tuning PLMs is also
inherent to the trade-off. Namely, the learning rate used to tune PLMs
is typically small, e.g., 2 x 107> (Li & Hoiem, 2017; Varno, Petry, Di
Jorio, & Matwin, 2020). Otherwise, PLMs will diverge on downstream
tasks at a certain training stage, as depicted in Fig. 1. Therefore, how
to effectively balance task-specific adaptation and the retention of the
knowledge encoded in the PLMs during the fine-tuning process has
become an important problem that needs to be addressed.

In this paper, we propose to use PLMs as task-specific embedding
generator (EGO-PLM), aligning the pre-training and fine-tuning process
of PLMs to effectively enhance the fine-tuning performance of PLMs
for downstream tasks. As illustrated in Fig. 2, the goal of PLMs is
to generate embeddings for a pre-defined task. Built upon the gener-
ated text embeddings, a task-specific embedding generator is trained
to adapt to specific tasks. The consequent challenge is that the pre-
defined objective could differ from the task-specific objective, leading
to divergence. To ensure the generated embeddings are task-specific
and alleviate task conflicts between pre-defined and task-specific tasks,
we propose consistency calibration (CoCa) that aligns the pre-defined
and task-specific objectives in an adversarial training manner. Namely,
CoCa identifies the inconsistency between the two objectives in an ad-
versarial attack manner and calibrates the inconsistency via adversarial
training. To verify the effectiveness of EGO-PLM, we conduct compre-
hensive experiments using the widely-used GLUE benchmark and three
out-of-domain intent datasets. The experimental results show that the
EGO-PLM consistently and significantly outperforms the existing state-
of-the-art baselines. The contributions of EGO-PLM are summarized as
follows:

» We highlight the importance of pre-trained knowledge for fine-
tuning on downstream tasks, and reducing the pre-trained knowl-
edge forgetting can effectively improve the performance of fine-
tuning for specific tasks. To achieve this, we propose to use
PLMs as task-specific embedding generator (EGO-PLM), aligning
pre-training and the task-specific tuning processes of PLMs to
effectively leverage the pre-trained knowledge and enhance the
model’s fine-tuning performance on downstream tasks.
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Fig. 2. Overview of EGO-PLM. PLMs are paired with a task-specific embedding
generator to adapt them to downstream tasks. A pre-defined objective is applied to
learn general embeddings. Finally, the two objectives are aligned through consistency
calibration, balancing task-specific knowledge with pre-trained knowledge.

» We propose a simple but effective method called consistency cal-
ibration (CoCa). This approach addresses the mismatch between
the pre-defined objective and task-specific objective through ad-
versarial training, effectively reducing conflicts between the two
tasks.

Comprehensive experiments on the GLUE benchmark and three
non-domain intent datasets demonstrate that EGO-PLM can con-
sistently and significantly outperforms baseline methods (e.g., an
average improvement of 3.0% on BERT,,. and 2.0% on
ROBERTay 46.), achieving state-of-the-art performance.

2. Related work

In this section, we delve into the various methods employed for
adapting embeddings in PLMs for specific tasks and introduce the
fundamental concepts of adversarial training into our method CoCa.

2.1. Embedding adaption for specific task

Adapting PLMs for downstream tasks involves two main approaches
(Bayer et al., 2023; Bayer, Kaufhold, & Reuter, 2022; Gasparetto,
Marcuzzo, Zangari, & Albarelli, 2022; Liu et al., 2018; Zangari et al.,
2023). The first approach involves enhancing the pre-training of PLMs.
For instance, Gururangan et al. (2020) and Sun, Qiu, Xu, and Huang
(2019) suggest performing extra pre-training in the specific target
domain before the final fine-tuning. Clark et al. (2020) develops a more
efficient pre-training task called replaced token detection, serving as
a cost-effective alternative to the computationally demanding Masked
Language Modeling (MLM) method. He, Liu, Gao and Chen (2020)
proposes DeBERTa, utilizing disentangled attention and an enhanced
mask decoder, along with virtual adversarial training to enhance the
generalization of BERT and RoBERTa. However, solely enhancing the
model’s representational capacity during the pre-training phase may
not be adequate for optimal performance on downstream tasks.

The second approach involves constructing auxiliary tasks to en-
hance the adaptability of PLMs to downstream tasks. Gunel et al.
(2020) proposes a supervised contrastive learning (SCL) objective,
which improves the generalization and stability of the model on text
classification. Qiu et al. (2021) employs a combination of adversarial
learning and contrastive learning for text classification tasks, leading
to improved accuracy and enhanced robustness against perturbations.
Furthermore, Pan et al. (2022) regularizes the fine-tuning of PLMs by
perturbing the word embedding matrix. However, excessively adapting
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PLMs to downstream tasks may cause the model to forget knowledge
encoded in PLMs, leading to limited improvement on specific tasks.
To tackle the issue, we design an auxiliary task of task-agnostic self-
supervised contrastive learning, which is similar to the pre-training
process of PLMs.

2.2. Adversarial training

Enhancing the robustness of pre-trained language models (PLMs) for
downstream tasks is of critical importance (Li & Lee, 2024). Current
mainstream approaches such as in-context learning (e.g., NoiseGPT
and MLLMs) (Huang et al.,, 2024; Wang, Huang, Lin, & Liu, 2024),
adversarial training (Alshemali & Kalita, 2019; Wu, Bamman, & Russell,
2017), and others have been explored. Taking adversarial training (AT)
in natural language processing as an example Babbar and Schélkopf
(2018), Croce, Castellucci, and Basili (2021) and Morris et al. (2020),
such methods typically improve model resilience by directly injecting
perturbations into the word embedding. Miyato, Dai, and Goodfellow
(2016) proposes adding gradient perturbations to the word embed-
ding representation to generate adversarial examples. Madry, Makelov,
Schmidt, Tsipras, and Vladu (2017) proposes the k-PGD algorithm,
which generates adversarial examples by multiple projection gradient
descent and has been shown to improve the model’s performance.
However, it requires a larger computational cost due to its internal iter-
ations in generating perturbations. Zhu et al. (2020) proposes FreeLB,
which accumulates “free” parameter gradients at each iteration and
updates the parameters of the model after all iterations have been
completed. To reduce the computational cost, Zhang, Zhang, Lu, Zhu,
and Dong (2019) proposes limiting most of the forward and backward
propagation of the neural network during adversarial training to the
first layer. Differing from the research mentioned before, we place a
strong emphasis on consistency in adversarial training to ensure that
multiple variations of a task remain consistent. To achieve this, we
use the K-PGD proposed by Madry et al. (2017) to generate adversarial
examples.

2.3. Contrastive learning

Contrastive learning aims to make data with the same labels have
similar embeddings in the metric space while pushing data with differ-
ent labels apart (Cai, Frankle, Schwab, & Morcos, 2020; Chen, Korn-
blith, Norouzi and Hinton, 2020; He, Fan, Wu, Xie & Girshick, 2020;
Tian, Krishnan, & Isola, 2020). How to construct positive and negative
sample pairs is the key to improving contrastive learning performance
(Fang, Wang, Zhou, Ding, & Xie, 2020). In conventional contrastive
learning, data augmentations are employed to create “positive” pairs,
while “negative” samples are randomly selected from the mini-batch
without considering labels. Du et al. (2020) proposed SentAugment, a
technique for data augmentation method that retrieves sentences from
a large number of unlabeled sentences using task-specific query embed-
dings. Bowman, Angeli, Potts, and Manning (2015) and Williams, Nan-
gia, and Bowman (2017) consider the relationship between a premise
and its corresponding hypothesis to be a positive pair, while contradic-
tions are treated as negative pairs. In this work, we consider training
data that share the same class as positive pairs, including both normal
and adversarial samples. To further constrain the fine-tuning process,
we incorporate a contrastive loss as a regularization term.

3. Proposed method

In this section, we will start by introducing our model called EGO-
PLM to shape PLMs for task-specific embedding generation. Then, we
give details about how to mitigate the inconsistency between pre-
defined and task-specific objectives. Fig. 2 illustrates an overview of
our approach.
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3.1. General embedding generation

For the multi-classification task on text, we assume the training
dataset used to train the transformer-based PLMs is D = {(x;, y,-)}fi 1
where N represents the total number of training samples, x; repre-
sents the token sequence of the text and y; is the label of x;. When
given a token sequence x; = {CLS,t,1,,...,1,,SEP}, the PLM(-;V)

parameterized with V outputs context-based text representations:
h(x;V) =[hcig,hy,hy, ..o by, = PLM(x; V), @

where m is the number of tokens in the sentence, and V stands for the
parameters of the PLMs. Typically, existing research (Devlin, Chang,
Lee, & Toutanova, 2018; Liu et al,, 2019) uses h to represent the
sequential representation of a sentence, and hq g to represent the
semantic representation of the entire sentence.

3.2. Task-specific embedding generation

PLMs contain a wealth of knowledge, enabling them to achieve bet-
ter performance on downstream tasks through fine-tuning. Currently,
many studies emphasize the adaptability of PLMs to downstream tasks
while overlooking the loss of their encoded knowledge. This raises the
challenge of striking a balance between adapting to downstream tasks
and retaining the encoded knowledge (Mayfield et al., 2019; Yang,
Yu, Fung, Li, & Ji, 2023). To solve this problem, EGO-PLM designs a
pre-defined task similar to the pre-training of the PLMs, which can be
jointly trained together with the downstream tasks through the CoCa
algorithm (see Section 3.5), enabling effective adjustment of the knowl-
edge learned by the PLMs. At this stage, it is only necessary to design
a lightweight transformer to adapt to the specific downstream task
(in line with the theory of fine-tuning). By combining the knowledge
of PLMs with the embedding of the lightweight transformer for the
specific task, it is possible to achieve a balance between adapting to
downstream tasks and retaining the specific pre-training knowledge,
ultimately generating representations for the specific task.

After obtaining the general pre-trained representations h, the goal of
PLMs is to generate embeddings for a pre-defined task, which is trained
similarly to the pre-training process of PLMs. Based on the generated
text embeddings, we train a task-specific embedding generator to adapt
PLMs to specific tasks. Following previous work (Hochreiter & Schmid-
huber, 1997; Vinyals, Blundell, Lillicrap, Wierstra, et al., 2016; Ye, Hu,
Zhan, & Sha, 2020), we introduce a residual mechanism to produce
the task-specific embedding. Specifically, the form of the task-specific
embedding generation process is generated by modifying the general
embedding. This can be formulated as follows,

d(x; W) =h+ 4 g(h; W\V), (2)

where ¢(x; W) is the task-specific embedding, W is the parameter
for the PLMs and the task-specific embedding generator g(-; W\V)
that is realized by a lightweight transformer, h is short for h(x;V),
and A stands for a hyper-parameter. For the choice of lightweight
transformer, currently available lightweight transformers (Ye et al.,
2020) include deepset (Zaheer et al., 2017), GCN (Garcia & Bruna,
2017), self-attention (Vaswani et al., 2017), and BiLSTM (Hochreiter &
Schmidhuber, 1997). We choose BiLSTM as the lightweight transformer
as it can effectively capture the sequence and contextual information
between tokens within a sentence.

3.3. Task-specific objective

Built upon the task-specific embedding ¢(x; W), we can calculate
the output probability by introducing a classifier f(-; #) with parameter
0. Now, we can optimize these models (i.e., PLM(-, V), g(-; W\V), and
f(-;0)) using the following task-specific objective function:

LY e (F @ W):0). ). 3)

L, (Wu@)=
l l (x,y)€D
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where 7,,(-,-) is the cross-entropy loss. However, merely introducing
the task-specific objective can cause the dilemma between task-specific
adaptation and the retention of knowledge encoded in PLMs. This
aligns with the widely used experimental tricks, where the learning rate
for adapting PLMs to downstream tasks should be small. e.g., 2 x 1075,

3.4. Pre-defined objective

At a high level, the objective is to maintain the knowledge encoded
in PLMs through a pre-defined objective. The insight is that pre-defined
tasks, e.g., contrastive learning, are widely used for pre-training PLMs.
Thus, introducing the pre-defined objective will align the fine-tuning
process with the pre-training process. Accordingly, we employ the
contrastive learning approach as the pre-defined task, which is expected
to align with those used for training PLMs.

To realize contrastive learning, we randomly sample B categories
from the training dataset D and select M sentences for each category
to form a batch of data. Each class of instances in a batch is then
divided into two subsets, named the support set X, and the query set
X, Our goal is to ensure that the samples in the query set are closer
to the samples of the same class in the support set and far away from
those of different classes. To achieve this, we calculate the center ¢ for
each class using samples in the support set. Specifically, given a set of
sentences N X from the kth class, the center vector can be calculated
as ¢, = M]f_’“lz"e N;h(";V)' Then, the pre-defined contrastive learning

objective can be formulated as follows:
1
LoV =—— Y £4hxV)c), @
l q | (xEX,

where ¢, denotes the center vector for the yth class and the objective

function (-, -) is defined as follows,

exp(sim(h(x; V), c,)/7)
—log B X ! ®
¥imy exp(sim(h(x; V), ¢)/7)

Here, sim(:,-) denotes the cosine similarity between two vectors, and
7 > 0 is a temperature coefficient that adjusts the smoothness of the
similarity.

3.5. Consistency calibration

To align the task-specific objective with the pre-defined objec-
tive, i.e., the contrastive learning objective, we propose consistency
calibration (CoCa). Specifically, these two objectives may exhibit incon-
sistency. In this context, CoCa is proposed to mitigate the inconsistency
between these two objectives in an adversarial training manner.

The inconsistency can defined as the scenario where the task-
specific objective performs well (L., ~ 0) while the pre-defined ob-
jective does not (L., > 0), or vice versa (L, > 0 with L, =~
0). Specifically, the difference in the values of these two objectives
can serve as a measure of inconsistency. In this regard, adversarial
attacks can be employed to exploit the inconsistency by injecting a
perturbation r to the generated embedding h. This can be formulated
using the consistency calibration loss #,.,

max Z,.(X,y,r), 6)
[Irll,<e
where | - ||, denotes the #,-norm and the consistency calibration loss

.. can be realized with the following form:
Co(f T+ Ag(h+1).9) =y (h+r,0)|. )

Here, model parameters are omitted for simplicity, h + r + Ag(h + r)
represents the task-specific embedding (in Eq. (2)), and e controls the
strength of the perturbation.

Following previous adversarial attack methods, we employ the pro-
jected gradient descent (PGD) algorithm proposed by Madry et al.
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(2017) to search for adversarial perturbation r iteratively, which can
be formulated as follows,

@+ t t
P+ = HB(rm(r +adl), ®)

where [] represents a projection operation, B(r, ¢, p) stands for the €y
norm ball centered at the embedding r with a radius ¢, « is the step
size, and 6! is the update direction at the rth iteration. Solving the
constrained optimization problem, we can obtain the update direction:

|Vhfcc(x’ Vs r)lq_l

e VDL 9
UIVR e (%, . IDVP ®

Oy = esign(Vpl (X, y,1))

where sign(-) denotes the sign operation, q is the dual of p, i.e., [1—]+$ =1,

and the first-order approximation technique is employed to solve the
problem.

Consequently, the optimized perturbation r* can represent the in-
consistency between these two objectives. Namely, we can find an
embedding h + r* such that it causes the inconsistency for the two
objectives. This shows that the embeddings generated by tuning the
PLMs should be further tuned to produce a robust embedding such that
these two objectives perform consistently.

Identifying the inconsistency would contribute to encouraging the
consistency of the two objectives through optimizing embeddings and
models, which is consistent with the spirit of adversarial training.
Specifically, we can leverage the identified perturbation r* to train the
model as follows,

L, (WU =L

D] max ,.(X,y,r). 10

W Slp IFlp<e

According to the equation, we can see that the maximization problem
is to find the worst-case inconsistency for a given model. Meanwhile,
minimizing the objective function L, can make the model calibrate the
inconsistency. Consequently, optimizing models with the objective can
calibrate the inconsistency between the pre-defined and task-specific
objectives.

3.6. Joint objective of EGO-PLM

Built upon the proposed consistency calibration loss, the task-
specific objective aligns with the pre-defined objective. Meanwhile,
the former makes the model perform well on the downstream task,
while the latter could maintain the knowledge encoded in PLMs.
Consequently, PLMs can be shaped as an embedding generator that is
adapted to downstream tasks while maintaining knowledge of PLMs.
A vivid illustration is depicted in Fig. 2. Accordingly, the training
objective L(W U ) of the proposed EGO-PLM can be formulated as
follows.

LOWU ) = L,(WUB)+7, L..(WUO) +7,L (V). (11)

where y; and y, stands for hyper-parameter. Both the adversarial and
clean embeddings are used to train models together, aligning with the
traditional adversarial training methods.

4. Experiments

The proposed method EGO-PLM aims to improve the fine-tuning
performance of PLMs on downstream tasks (e.g., various text classi-
fication tasks). Therefore, we present the results on the widely used
GLUE benchmark and three non-domain intent datasets used in our
evaluation. Additionally, we describe the baselines and the experimen-
tal setup. Finally, we will present the results of our experiments and
offer a more in-depth analysis.
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4.1. Datasets

We employ a total of 8 datasets, covering 6 different tasks. Among
them, five datasets belong to the GLUE benchmark and involve tasks
such as grammatical correctness (COLA), question answering/entail-
ment (QNLI), paraphrase (MRPC), textual entailment (RTE) and sen-
timent analysis (SST-2). The detailed information of the GLUE bench-
mark can be seen in Table 1.

+ COLA is a language acceptability corpus designed for single-
sentence classification tasks. This dataset includes sentences gath-
ered from language theory books and journals, with each sentence
labeled to indicate whether it is a grammatical or ungrammatical
sequence of words.

QNLI is derived from the SQuAD question-answering dataset
and focuses on sentence pairs that exhibit low lexical overlap
between the question and answer. It transforms the question-
answering task into a sentence pair classification task, where one
sentence serves as the question and the other as the answer. The
goal of the dataset is to determine whether there is a logical
question-answering relationship between the two sentences.
MRPC stands for the Microsoft Research Paraphrase Corpus, a
dataset designed to assess text similarity. It consists of sentence
pairs sourced from online news articles, each annotated to indi-
cate their semantic similarity.

RTE is a natural language inference task that integrates several
annual textual entailment challenge datasets, including RTE1,
RTE2, RTE3, and RTE5. The corpus is derived from news ar-
ticles and encyclopedic texts. The creators of the dataset have
transformed the original three-class classification into a binary
classification task by combining the “neutral” and “contradiction”
labels into a single category labeled “not entailment”.

SST-2 is a dataset created from movie reviews and manually an-
notated with sentiment orientations. It is designed for sentiment
analysis tasks involving single sentences, using binary labels to
indicate positive or negative sentiment.

To enhance the evaluation of the EGO-PLM, we incorporate three
additional publicly available intent classification datasets derived from
real dialogue scenarios across various domains. Unlike the five binary
classification datasets in the GLUE benchmark, these datasets are multi-
class classification tasks. It is worth noting that all datasets can be
obtained from the website.? The detailed information of three intent
classification datasets is as follows, and can be seen in Table 2.

« CLINIC contains 150 intent classes across 10 different domains,
reflecting the wide range of topics that a production task-oriented
agent needs to manage.

BANK provides a fine-grained set of intents specific to the banking
domain, consisting of 13,083 customer service inquiries classified
into 77 distinct intent categories.

HWU covers 64 intents across 21 different domains (e.g., music,
movie, and email). It is specifically created within the context
of a practical application for a home assistant bot. The dataset
contains 21,700 training samples and 2000 test samples.

4.2. Experiment settings

We implement our EGO-PLM framework using two PLMs, namely
BERT|;rge and RoBERTaj,,.. In all experiments, we employ the
AdamW optimizer along with a linear learning rate scheduler. For the
GLUE benchmark, we set the learning rate to 2x 107>, with a maximum
sentence length of 150 and a batch size of 24. In the intent classification

2 https://huggingface.co/.
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Table 1

GLUE classification datasets statistics.
Dataset Labels Train Dev Metric
COLA 2 8.5k 1k MCC
QNLI 2 105k 5.5k Acc
MRPC 2 3.7k 0.4k Acc
RTE 2 2.5k 0.28k Acc
SST-2 2 67k 0.87k Acc

Table 2

Intent classification dataset statistics.
Dataset Labels Domain Train Test Metric
CLINIC 150 10 15.3k 3.1k F1
BANK 77 1 10k 3.08k F1
HWU 64 21 21.7k 2k F1

dataset, the learning rate remains at 2 x 10~>, while the maximum
sentence length is limited to 50 and the batch size is increased to 48.
Additionally, we utilize the K-PGD algorithm to generate adversarial
examples, with a perturbation step size of 3 and a perturbation radius
of 0.1. The balance factor 4 is 0.5, and we select the best y; and y,
among 0.1, 0.2, 0.3, 0.4, and 0.5. For BERT|,,. and RoBERTay .y,
implementation, we follow the parameter settings of Devlin et al.
(2018) and Liu et al. (2019). The batch size is set to 32, and we select
the best fine-tuning learning rate among 5x 10~%, 4x 1075, 3x 107>, and
2x 107>, For RoBERTa, we adopt similar parameter settings as BERT.

4.3. Baselines

We evaluate our approach by contrasting it with the methods listed
below.

BERT (Devlin et al., 2018) and RoBERTa (Liu et al., 2019)
are two basic models for adapting downstream tasks in PLMs,
among which RoBERTa is a strong baseline. When performing a
classification task with BERT and RoBERTa, a classifier composed
of a feed-forward layer and a softmax function is applied directly
to the [CLS] token output by BERT or RoBERTa.

Singletask Pre-train Transformer (Radford, Narasimhan, Sali-
mans, Sutskever, et al., 2018) performs generative pre-training
on a language model and conducts discriminative fine-tuning on
specific tasks, leading to promising results.

GPT on STILTs (Phang, Févry, & Bowman, 2018) enhances lan-
guage model pre-training by conducting additional training on
data-rich supervised tasks, leading to improved performance.
BERT-+Adapters (Houlsby et al., 2019) incorporates a trans-
fer mechanism into the pre-trained language model, enabling
parameter sharing across multiple tasks through adapter design.
FreeAT (Shafahi et al., 2019) is an effective adversarial training
algorithm that eliminates the cost of generating adversarial ex-
amples by reusing the gradient information computed during the
update of model parameters.

SCL (Gunel et al., 2020) is a classic method that uses supervised
contrastive learning to fine-tune PLMs. It can be employed to
validate the effectiveness of combining the CoCa algorithm with
pre-defined tasks.

ANNA (Jun et al.,, 2022) introduces an expanded pre-training
task and a new neighbor-aware mechanism, achieving superior
performance in text classification tasks.

FreeLB and PGD (Zhu et al.,, 2020) are two strong adversar-
ial training methods for enhancing the performance of PLMs in
downstream tasks. They serve as effective benchmarks to validate
the efficacy of our approach.

LORA (Hu et al.,, 2021) is a popular fine-tuning method for large
language models (LLMs), to fine-tune the PLMs to further verify
our experimental results.
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Table 3

Result on the GLUE benchmark and intent dataset. All baseline results unless marked (our impl) are reported by previous research. Results marked with (ours/our impl) are the

results obtained from our implementation.

Neural Networks 191 (2025) 107754

Model GLUE Single Task Intent Single Task

QNLI MRPC RTE SST-2 COLA AVG BANK CLINIC HWU AVG
Singletask Pre-train Transformer (Radford et al., 2018) - 82.3 56.0 91.3 45.4 - - - - -
GPT on STILTs (Phang et al., 2018) - 87.7 69.1 93.1 47.2 - - - - -
BERT 4. +Adapters (Houlsby et al., 2019) 91.4 89.6 71.5 94.2 59.5 81.3 - - - -
BERT] 4ge (Our impl) 90.1 87.5 69.3 93.1 63.6 80.7 92.6 96.6 87.5 92.2
BERT] 4 + PGD 91.7 88.2 71.1 93.9 63.8 81.7 93.5 96.7 87.8 92.7
BERT ;. + EGO 92.1% 89.2% 74.3% 94.4° 68.7% 83.7 94.1 97.2 89.2 93.5
RoBERTa g, (Liu et al., 2019) 94.7 90.9 86.6 96.4 68.0 87.3 - - - -
ROBERTa 4. (Our impl) 93.0 90.2 86.4 95.8 68.1 86.7 93.6 97.3 88.1 93.0
ROBERTa 45 + PGD (Our impl) 93.3 91.4 87.5 96.1 69.7 87.6 93.9 97.5 88.2 93.2
ROBERTa 4 + EGO 94.3% 92.27 88.7° 97.1 71.1* 88.7 94.6 97.9 89.9 94.1
RoBERTa g, + PGD (Zhu et al., 2020) 94.9 90.9 87.4 96.4 69.7 87.9 - - - -
RUBERTaLa‘.ge + Free AT (Shafahi et al., 2019) 94.7 90.7 86.7 96.1 68.8 87.4 - - - -
RoBERTa 4, + SCL (Gunel et al., 2020) 93.9 89.5 85.7 96.3 68.4 86.8 - - - -
ROBERTa ;0 + ANNA (Jun et al., 2022) 95.0 91.4 83.7 96.4 65.8 86.5 - - - -
ROBERTa 5. + FreeLB (Zhu et al., 2020) 95.0 91.4 88.7 96.8 68.0 88.0 - - - -
ROBERTa 45 + LORA (Hu et al., 2021) 94.9 90.9 87.4 96.2 68.2 87.5 - - - -
ROBERTa 4, + STOC (Akbar-Tajari & Pilehvar, 2024) 94.6 93.2 84.7 96.3 68.5 87.5 - - - -
ROBERTa . + WI (Hong et al., 2024) 94.8 91.9 86.8 96.5 67.9 87.6 - - - -
RoBERTa . + RED (Wu et al., 2024) 93.5 90.3 86.2 96.0 68.1 86.8 - - - -

Results not available in public reports are marked as “-”.
2 Results that indicate a significant improvement over the baselines.

» WI (Hong, Jang, & Kwon, 2024) proposes a method to enhance
transformer-based models by incorporating a Word Importance
(WD) layer that weights tokens based on their importance, ad-
dressing the issue of attention dispersion during fine-tuning.
STOC (Akbar-Tajari & Pilehvar, 2024) proposes a lightweight
fine-tuning method for LLMs that selectively updates a small, task-
specific subset of parameters per step. By leveraging partial gradi-
ents and stochastic sub-networks, it dynamically adjusts updates
based on both parameter weights and forward pass values.

RED (Wu et al., 2024) proposes a parameter-efficient fine-tuning
technique called Representation EDiting (RED), which dynami-
cally adjusts intermediate layer representations through scaling
and biasing operations.

4.4. Evaluation metric

Following previous research (Devlin et al., 2018; Liu et al., 2019;
Zhu et al., 2020), we use evaluation metrics such as Accuracy (ACC),
Macro-F1, and Matthews Correlation Coefficient (MCC) to validate the
effectiveness of EGO-PLM. The evaluation metrics used for each dataset
are shown in Tables 1 and 2.

4.5. Results and discussion

GLUE results. Following Devlin et al. (2018) and Liu et al. (2019),
Table 3 presents the performance of our method compared to other
approaches on the widely used GLUE benchmark. The results in the
first two lines employ non-BERT models as PLMs encoders. The re-
sults in lines three to six utilize BERT . as the encoder, while the
remaining employ ROBERTa . as the encoder. In general, our SENA-
based approach consistently achieves better performance compared to
the standard fine-tuning method for both models. It can be observed
that early pre-trained models such as GPT have room for further
improvement in terms of performance compared to methods based on
BERT 474 and ROBERTay or4e. FOr BERT 40, the EGO-PLM improves the
average performance by 3.0%, with the most significant improvement
observed on the COLA dataset (e.g., 5.1%). For the stronger baseline
ROBERTay 4., EGO-PLM improves the performance by an average of
2.0%. On the COLA task, EGO-PLM improves the performance by
3.0% over the RoBERTay4g.. Compared to BERT, EGO-PLM shows rel-
atively lower performance improvement on RoBERTa. This is because

RoBERTa has made significant improvements in training data and pre-
training methods without increasing the model’s parameter. Therefore,
the potential for improvement in RoBERTa is limited compared to
BERT. Overall, EGO-PLM consistently achieves better results than the
conventional fine-tuning approach for both models.

Compared to classical adversarial training (AT) methods such as
FreeAT, PGD, and FreeLB, our approach achieves an average im-
provement of 2.0% using BERT|,. as the PLMs, and a maximum
average improvement of 1.3% using ROBERTay . as the PLMs, thus
demonstrating the effectiveness of our method. It is evident that the
AT-based methods surpass the supervised contrastive learning-based
method SCL. The SCL even shows a decrease in performance on
some tasks, which may be due to the inconsistency between the
pre-defined contrastive learning task and specific tasks. EGO-PLM
mitigates this problem through CoCa, resulting in the model achieving
its best performance. Besides, we conduct comparative experiments be-
tween EGO-PLM and other state-of-the-art fine-tuning methods includ-
ing ANNA, STOC, and WI. The results demonstrate that although these
advanced methods have achieved significant improvements over clas-
sical fine-tuning approaches, EGO-PLM still exhibits superior overall
performance.

Intent classification results. We also perform experiments on
three intent classification datasets: CLINIC, BANK, and HWU. The
results are summarized in Table 3. Our approach outperforms fine-
tuned BERT| ;. and ROBERTa . by an average of 1.3% and 1.1%
respectively. Additionally, it surpasses the adversarial training methods
BERT| 4 + PGD and RoBERTa ;5. + PGD by an average of 0.8% and
0.9% respectively. These results further demonstrate the effectiveness
of EGO-PLM on non-domain multi-classification tasks.

We further conducted a systematic comparison between parameter-
efficient adaptation approaches (e.g., LoRA and RED) that modify
additional trainable parameters and the classical full-parameter fine-
tuning strategy. Empirical results demonstrate that the standard fine-
tuning approach, which updates all model parameters, consistently
outperformed parameter-efficient methods including LoRA and RED
across multiple text classification benchmark tasks.

Ablation study. To assess the contribution of each component
in EGO-PLM, we conduct ablation experiments as shown in Table 4.
This involves removing CoCa and fine-tuning using only clean samples
with contrastive learning (ROBERTay .. + CL), we observe a decrease
in the average performance of 0.3% on the GLUE benchmark and
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Table 4

Ablation result of EGO-PLM on the GLUE benchmark and intent dataset. CL is the pre-defined contrastive learning task without CoCa.
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Model GLUE Single Task Intent Single Task

QNLI MRPC RTE SST-2 COLA AVG BANK CLINIC HWU AVG
ROBERTa 93.0 90.2 86.4 95.8 68.1 86.7 93.6 97.3 88.1 93.0
RoBERTa . + CL 93.2 89.7 86.1 94.8 68.4 86.4 93.7 97.6 88.0 93.1
RoBERTa, . + EGO 94.3 92.2 88.7 97.1 71.1 88.7 94.6 97.9 89.9 94.1

Table 5

The ratio of consistent changes in loss between pre-defined contrastive learning task and the specific task on the GLUE
benchmark and intent dataset. EGO-PLM improves task consistency by an average of 8.5% through CoCa on the GLUE

benchmark.
Model GLUE Single Task Intent Single Task
QNLI MRPC RTE SST-2 COLA AVG BANK CLINIC HWU AVG
ROBERTa e + CL 72.2 71.8 65.5 73.0 67.8 70.1 63.6 56.5 69.0 63.0
RoOBERTa . + EGO 79.7 77.2 75.5 81.0 79.7 78.6 65.1 58.5 69.8 64.5

without EGO with EGO
(a) the t-SNE result on HWU dataset

*
.- . .5:-’.\. 3
without EGO with EGO

(b) the t-SNE result on CLINC dataset

Fig. 3. The t-SNE of embedding representations learned with or without EGO. The
points on the graph represent the embedding representation output by the model
projected onto a two-dimensional t-SNE graph. The points with the same color represent
samples that belong to the same class. “Without EGO” refers to the conventional method
of fine-tuning the PLMs, while “with EGO” indicates the utilization of the EGO-PLM
framework to fine-tune the PLMs.

an improvement of 0.1% on the intent classification datasets com-
pared to the conventional RoBERTa fine-tuning. This phenomenon
may be attributed to the inconsistency between pre-defined tasks and
specific tasks. The model is self-supervised trained similar to the pre-
training of PLMs on pre-defined tasks, while it is fine-tuned in a
supervised manner for specific tasks. This inconsistency leads to a lim-
ited improvement in the model’s performance. After introducing CoCa
(RoBERTay 46 +EGO), our method improves the average performance
by 2.3% on the GLUE benchmark and 1.0% on the intent classification
datasets. This demonstrates that CoCa can effectively enhance the
collaborative training of pre-defined task and specific task.

Distribution of embedding representations. To demonstrate that
EGO-PLM is capable of producing task-specific embeddings, we present
the t-SNE visualization of embedding representations learned with or
without the EGO-PLM framework, as shown in Fig. 3. Six classes
are randomly selected from each of the CLINIC and HWU datasets,
and their embeddings are projected onto the t-SNE plot. The results
show that compared to the conventional fine-tuning method of PLMs
(without EGO), the embedding representations generated by the EGO-
PLM framework (the right subplots in Fig. 3a and b) have fewer discrete
points, tighter intra-class clusters, and clearer classification boundaries
among classes. These findings suggest that EGO-PLM can generate
task-specific embedding representations and ultimately improve the
classification performance of the model.

Consistency analysis. The experiment of consistency analysis aims
to validate the effectiveness of the proposed algorithm, Consistency
Calibration (CoCa), in mitigating the inconsistency between pre-defined
tasks and specific tasks. Inconsistency refers to the occurrence of gradi-
ent conflicts during the joint training of specific tasks and pre-defined
tasks, leading to inconsistencies between the two tasks (Mueller, An-
drews, & Dredze, 2022; Sener & Koltun, 2018). To evaluate the effec-
tiveness of CoCa, we introduce two comparative methods, ROBERTay 5,
+ CL (without CoCa) and ROBERTa ;g + EGO (with CoCa). Typically,
gradient conflicts often result in inconsistent changes in the losses of
pre-defined tasks and specific tasks, with one loss increasing while
the other loss decreasing. Therefore, by quantifying the proportion
of consistent changes in the losses of both tasks (i.e., simultaneous
increase or decrease) to the total number of loss changes during model
training, we can indirectly assess the performance of the CoCa.

To validate that CoCa can mitigate the inconsistency between pre-
defined tasks and specific tasks. We conduct experiments to examine
the consistency of changes in loss between the pre-defined task and
the specific task, i.e., whether the model’s loss increases or decreases
simultaneously for both tasks. The results are shown in Table 5. It can
be observed that through consistency calibration, the ratio of consistent
changes in loss between the two tasks has increased by 8.5% on the
GLUE benchmark and by 1.5% on the intent dataset. Fig. 4 also shows
that the introduction of CoCa results in higher gradient similarity
between pre-defined task and specific task. This suggests that CoCa
leads to more consistent weight updates during model training. All
of this provides compelling evidence for the effectiveness of CoCa in
aligning the pre-defined task and the specific task.

Knowledge retention analysis. To verify that EGO-PLM can ef-
fectively help PLMs balance the retention of knowledge encoded in
PLMs and adapt to downstream tasks. We conduct the experiments
as shown in Fig. 5. It is observed that as the learning rate rises, the
performance of both models tends to decline; however, ROBERTa+EGO
performs noticeably better than RoBERTa. When the learning rate is set
to 1 x 107%, RoBERTa exhibits obvious divergence during the training
process, while RoBERTa+EGO has shown excellent robustness and
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Fig. 4. Consistency results on the COLA and HWU datasets. We compare the cosine similarity of the gradients on the RoBERTa between the specific task and pre-defined contrastive
learning in the RoBERTa+CL and RoBERTa+EGO. These cosine similarity values are obtained using Savitzky-Golay smoothing.
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Fig. 5. Fl-score of ROBERTa+EGO and RoBERTa on the HWU dataset under different learning rates (Ir).

stability. The above phenomenon may be due to the fact that when the
learning rate increases, the parameters of ROBERTa are updated more
violently, which makes it lose a lot of valuable knowledge, resulting
in a gradual decline in model performance until divergence occurs. On

the other hand, RoBERTa+EGO addresses this issue by constructing a
pre-defined task that is downstream task-agnostic and similar to the
pre-training of the PLMs, and aligns the pre-training with the specific
task through CoCa. In this way, an effective balance between adapting
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Fig. 6. Sensitivity analysis of EGO-PLM on the hyperparameters 4, ¢, y,, and y, on the RTE and HWU datasets.

Table 6

Generalization analysis on the text classification tasks. We fine-tune the PLMs on task
1 using two approaches: standard fine-tuning and EGO-PLM, obtaining the parameters
denoted as 6. Subsequently, we freeze 6, and train on task 2, i.e., directly employing
the task 1 fine-tuned PLM to predict results for task 2, thereby evaluating cross-task
generalization performance.

Model Task 1 (MRPC) Task 2 (RTE)
RoBERTa ., +EGO 92.2 56.3(+2.4)
RoBERTa ;0 90.2 53.9

Model Task 1 (COLA) Task 2 (RTE)
RoBERTa, ;. +EGO 71.1 55.1(+3.5)
RoBERTa, ;0 68.1 51.6

to specific tasks and the retention of knowledge encoded in PLMs is
achieved. Therefore, ROBERTa+EGO effectively mitigates the problem
of divergence in training PLMs caused by increasing learning rates.
Besides, as shown in Table 6, we fine-tune the PLMs on task 1
using two approaches: standard fine-tuning and EGO-PLM, obtaining
the parameters of PLMs denoted as 6. Subsequently, we freeze 6
and train on task 2, i.e., directly employing the task 1 fine-tuned
PLM to predict results for task 2, thereby evaluating cross-task gen-
eralization performance. The experimental results demonstrate that
the PLMs fine-tuned with the EGO-PLM achieves significantly better
performance on text classification task 2 compared to traditional fine-
tuning approaches, with accuracy improvements of 2.4% and 3.5%
respectively. This phenomenon not only confirms the superior perfor-
mance of EGO-PLM on task 1, but more importantly, the performance of
the task 1 fine-tuned model on task 2 further verifies that the proposed

method can mitigate knowledge forgetting, thereby exhibiting stronger
cross-task generalization capabilities.

Hyperparameter selection analysis. We conduct experiments on
the RTE and HWU datasets to systematically evaluate the impact of
different hyperparameters on model performance and determine the
optimal configurations. For the EGO-PLM model, the key hyperpa-
rameters include the perturbation magnitude ¢ and balance factor
A, 71.7,. As shown in Fig. 6, we perform a grid search over ¢, 4,y,,7, €
{0.1,0.2,0.3,0.4,0.5}. Specifically, we first fix y; and y, to jointly op-
timize ¢ and 4, then fix ¢ and A to fine-tune y; and y,. The re-
sults demonstrate that EGO-PLM exhibits strong robustness to these
hyperparameters—performance variations across different combina-
tions remain within 2%. Notably, the model achieve optimal perfor-
mance on both RTE and HWU datasets when ¢ = 0.1 and 4 = 0.5.
Therefore, we fix these two parameters and independently adjust y,
and y, for the validation sets of different datasets.

5. Conclusion

In this paper, we propose a framework that utilizes Pre-trained Lan-
guage Models (PLMs) as task-specific embedding generator (EGO-PLM).
This framework address the challenge of balancing task adaptation
and the retention of knowledge encoded in PLMs. EGO-PLM leverages
PLMs to generate embeddings for a pre-defined task. Built upon the
generated text embeddings, a task-specific embedding generator is
built for downstream tasks. Our approach ensures task-specific em-
beddings by aligning pre-defined and task-specific objectives through
consistency calibration (CoCa) in an adversarial training manner. Com-
prehensive experiments demonstrate the effectiveness and robustness of
our proposed method.
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6. Limitations

In this study, we propose the EGO-PLM method to achieve a balance
between task adaptation and preservation of knowledge encoded in
pre-trained language models (PLMs). The contributions of this research
are not limited to the field of text classification, and we will explore
its applications in broader scenarios in the future. Furthermore, since
the CoCa module in EGO-PLM is based on adversarial training and
requires additional computational overhead, optimizing computational
efficiency will also be a focus of our future research.
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