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Unknown-Aware Bilateral Dependency Optimization
for Defending Against Model Inversion Attacks
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Abstract—By abusing access to a well-trained classifier, model
inversion (MI) attacks pose a significant threat as they can recover
the original training data, leading to privacy leakage. Previous
studies mitigated MI attacks by imposing regularization to reduce
the dependency between input features and outputs during clas-
sifier training, a strategy known as unilateral dependency opti-
mization. However, this strategy contradicts the objective of min-
imizing the supervised classification loss, which inherently seeks
to maximize the dependency between input features and outputs.
Consequently, there is a trade-off between improving the model’s
robustness against MI attacks and maintaining its classification
performance. To address this issue, we propose the bilateral de-
pendency optimization strategy (BiDO), a dual-objective approach
that minimizes the dependency between input features and latent
representations, while simultaneously maximizing the dependency
between latent representations and labels. BiDO is remarkable for
its privacy-preserving capabilities. However, models trained with
BiDO exhibit diminished capabilities in out-of-distribution (OOD)
detection compared to models trained with standard classification
supervision. Given the open-world nature of deep learning systems,
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this limitation could lead to significant security risks, as encoun-
tering OOD inputs—whose label spaces do not overlap with the
in-distribution (ID) data used during training—is inevitable. To
address this, we leverage readily available auxiliary OOD data to
enhance the OOD detection performance of models trained with
BiDO. This leads to the introduction of an upgraded framework,
unknown-aware BiDO (BiDO+), which mitigates both privacy and
security concerns. As a highlight, with comparable model utility,
BiDO-HSIC+ reduces the FPR95 by 55.02% and enhances the
AUCROC by 9.52% compared to BiDO-HSIC, while also providing
superior MI robustness.

Index Terms—Model inversion attacks, dependency optimi-
zation, out-of-distribution detection.

I. INTRODUCTION

ITH the increasing prevalence of deep neural networks

(DNNB5) in privacy-sensitive areas such as biometric
data processing [1], [2], genomics data interpretation [3], and
context-aware virtual assistants [4], the need for stringent pri-
vacy protection intensifies. This arises from the fact that DNNs
deployed in these domains are inevitably trained on sensitive and
proprietary datasets, posing inherent risks of privacy breaches.
Acknowledging these risks, enterprises have traditionally de-
ployed well-trained DNNs via ML-as-a-service (MLaaS) plat-
forms, while keeping the private data unreleased. Consequently,
users can access ML services through these MLaaS platforms via
black-box and white-box methods. In white-box access, users
can download and inspect pre-trained models’ internal workings
(e.g., TensorFlow Hub). In contrast, black-box access involves
interaction with the model through APIs or user interfaces (e.g.,
Microsoft Azure Cognitive Services).

Regrettably, both white-box and black-box access methods
still pose privacy risks, as recent investigations have unveiled the
potential of DNNs to expose sensitive information under various
privacy attacks [6], [7]. Among these attacks, model inversion
(MI) attacks represent a significant threat, wherein the utilization
of only a well-trained classifier (i.e., the target model) enables
the recovery of the private training data, thereby compromising
privacy.

The pioneering MI attack algorithm, initially introduced
in [9], aimed to predict genetic markers included in the input
features. In this attack scenario, the adversary had access to
the target linear model, along with other additional informa-
tion that could be leveraged. Recent studies have witnessed
the widespread adoption of MI attacks in the domain of face
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Fig. 1. Exploring the trade-off between minimizing supervised classification

loss and minimizing dependency between inputs and outputs. As depicted in
the figures, we examine the test accuracy of a facial recognition model incorpo-
rating d(X, }A’), which measures the dependency between inputs and predicted
outputs, as a regularizer in its training objective (This approach is based on the
baseline strategy [5] for defending against MI attacks). The dependency measure

d(X,Y) is evaluated using constrained covariance. Here, the } represents the
trade-off hyperparameter for the regularization term. As noted, increasing A
beyond a certain point leads to a significant drop in accuracy, from approximately
85% (a) to about 0.15% (b).

recognition [10], [11], [12], [13]. These attacks have the po-
tential to reconstruct individual facial images from well-trained
deep facial recognition models, causing risks to the privacy of
individuals in the training set and the security of well-protected
facial recognition systems.

To counter MI attacks, which exploit the strong dependency
between model inputs and labels, the mutual information regu-
larization based defense (MID) (cf. Fig. 3(a)) approach has been
developed. MID employs a unilateral dependency optimiza-
tion strategy in training, aimed at minimizing the input-output
dependency to mitigate the potential for information leakage.
However, this approach encounters a dilemma: minimizing
input-output dependency conflicts with the goal of minimizing
the supervised classification loss, which inherently maximizes
the input-output dependency. This conflict leads to a trade-off
between improving model robustness to MI attacks and preserv-
ing classification effectiveness. As shown in Fig. 1, experiments
have been conducted to demonstrate this limitation. Specifically,
if the balancing hyperparameter A for the dependency term
surpasses a specific threshold, the model loses its ability to learn
from the training dataset.

To address this limitation, we introduce the bilateral depen-
dency optimization (BiDO) strategy, depicted in Fig. 3(b)). This
approach aims to minimize the dependency between inputs and
latent representations, while maximizing the dependency be-
tween latent representations and outputs. The former constraint
serves to restrict the propagation of redundant information from
inputs to latent representations, which MI adversaries could
exploit, thereby enhancing its ability to safeguard privacy; the
latter constraint facilitates the learning of discriminative repre-
sentations in the latent layers, ensuring the model’s utility in per-
forming classification tasks. By striking a balance between these
two objectives, BiDO achieves a promising privacy-preserving
framework for deep models. Furthermore, under mild assump-
tions (¢f. Definition 2), we validate the realizability of BiDO
from a theoretical perspective (cf. Theorem 1), which refers
to the existence of a neural network that can preserve high
model utility while ensuring a significant level of independence
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Fig. 2. Models trained with BiDO produce over-confident predictions to out-

of-distribution data. The figures illustrate the distribution of maximum softmax
probability (MSP) [8] for both the regular model and the BiDO-trained model
when making predictions on facial ID data and OOD data, respectively (The
curves in the figures have been smoothed for better visualization). Notably, the
BiDO-trained model classifies OOD data as ID data with a higher confidence
level than the regular model. In terms of quantitative evaluation using standard
metrics for assessing OOD detection performance, the BiDO-trained model
demonstrates inferior results. Specifically, the BiDO-trained model achieves
an FPRO5 of 63.17% compared to 81.38% for the regular model. Moreover, the
BiDO-trained model yields an AUROC of 81.23%, whereas the regular model
achieves a higher value of 89.54%.

between the inputs and the latent representations, thus enhancing
robustness against MI attacks. (Section V-A2).

Despite advances in privacy protection, models trained with
BiDO exhibit significantly reduced out-of-distribution (OOD)
detection capabilities (cf. Fig. 2) compared to models trained
with supervised classification loss. Our analysis reveals that
BiDO-trained models frequently misclassify OOD samples as
in-distribution (ID) with high confidence scores. This limita-
tion presents a critical security vulnerability, as deep learning
systems naturally operate in open-world scenarios. In such
cases, systems often encounter OOD inputs with label spaces
entirely distinct from the ID data used in training. For instance,
in applications such as facial recognition systems, insufficient
OOD detection capability of the model could let unauthorized
individuals gain access, leading to security issues [14].

This limitation can be attributed to the bottleneck structure
of BiDO, which compels the model to compress the input data
and discard task-irrelevant information. Specifically, during the
bilateral dependency optimization process, the model primarily
learns features that are discriminative for distinguishing ID data
to accomplish the classification task, while the information
required for distinguishing OOD from ID data is lost grad-
ually (as demonstrated in Fig. 4). To mitigate this limitation
while maintaining the model’s privacy-preserving capabilities,
we propose to build upon BiDO by using a substantial amount
of easily obtainable outlier data and explicitly exposing them to
the model. In this way, the model learns to identify the auxiliary
dataset of outliers as OOD data correctly. Experiments also
indicate that such capability can effectively generalize to outliers
that have not been encountered during the training phase. This
strategy is referred to as outlier exposure (OE) [15].

Integrating BiDO with the OE strategy, we develop the
unknown-aware BiDO+ framework (cf. Fig. 3(c) & Algorithm 1
in Appendix A, available online), which largely mitigates the
security concerns of the original BiDO framework without
compromising and even enhancing its privacy-preserving
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Fig. 3. Overview of MID framework vs. bilateral dependency optimization (BiDO) framework vs. unknown-aware BiDO (BiDO+). The BiDO framework

encourages DNNs to learn robust latent representations by minimizing d(X, Z;) to limit the propagation of redundant information from the inputs to the latent
representations, while simultaneously maximizing d(Z;, Y') to maintain the latent representations informative enough of the label. In contrast, the BiDO+ framework
extends BiDO by incorporating an additional outlier exposure (OE) loss branch. This branch explicitly leverages auxiliary OOD data to enhance the model’s ability

to distinguish between in-distribution and outlier samples.
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Fig. 4. Critical examination of the increasing over-confidence phenomenon
in BiDO-trained models when predicting OOD data during training. (a) Testing
accuracy curves for the regular model and models trained with varying BiDO
regularization during the training on CelebA private dataset; (b) MSP curves for
the regular model and BiDO-trained model on ID test data of CelebA; (c) MSP
curves for the regular model and BiDO-trained model on test-time OOD data of
CelebA.

capabilities. During implementation, the BiDO+ framework
is applied as a subsequent training phase on models
pre-trained with BiDO, serving as a universally applicable
regularizer alongside common classification loss functions
(e.g., cross-entropy loss). The flexibility of the BiDO+
framework enables us to utilize different dependency measures
for BiDO and employ diverse algorithms for implementing the
OE strategy, thus leading to various options for realizing the
framework for different target models and datasets. To assess
the effectiveness of our defense strategy, we employ various
realizations of BiDO+, which utilize two distinct dependency
measures, namely constrained covariance (COCO) [16],
Hilbert-Schmidt independence criterion (HSIC) [17], along
with two OE strategies: confidence minimization (CM) [15] and
energy regularization (ER) [18]. This paper significantly extends
our previous KDD version, i.e., BiDO [19]. In a nutshell, the
main contribution (also the difference from the KDD version)
of this paper is summarized into the following points:

® Theory: We analyze the realizability of the BiDO frame-
work in Section V-A2, which suggests that under mild
assumptions (cf. Definition 2), there exists a neural network
that can maintain the model utility and make the inputs very
independent of latent representations, thus enhancing the
model’s defense against MI attacks.
Limitation Revelation: While the BiDO framework boasts
a promising capability in preserving privacy, we unveil a
critical flaw in it, i.e., model trained with BiDO exhibits
a vulnerability in classifying OOD samples as ID samples
with high confidence scores (cf. Fig. 2).

Framework: We propose utilizing the OE strategy to al-
leviate the diminished capability of BiDO in OOD de-
tection. By integrating BiDO with the OE strategy, we
introduce an upgraded framework called unknown-aware
BiDO (BiDO+) in Section V (¢f. Algorithm 1).
Experiments: We have conducted more comprehensive
experiments. We have expanded our evaluation of defense
performance to include more challenging MI attacks on
higher-resolution images. Besides, to validate the efficacy
of the BiDO+ framework, we introduce four specific im-
plementations of BiDO+, using two dependency measures
and two OE strategies. We assess both the MI and OOD
robustness of these implementations.

II. RELATED WORK

In this section, we provide an overview of model inversion
attacks, defense mechanisms against these attacks, and out-of-
distribution detection techniques.

A. Model Inversion Attacks

Machine learning models are vulnerable to various privacy
attacks [6], [20], [21]. Among them, model inversion attacks [9],
[10], [13], [22] have gained increasing attention, as they can
reconstruct samples that closely resemble the original private
training data, leading to significant privacy leakage. This pa-
per focuses on developing defense mechanisms against model
inversion attacks.

The pioneering work on MI attacks focused on genomic
privacy. [9]. In this scenario, the MI adversary aimed to infer
private genomic information by exploiting the linear regression
model that used them as input features, along with the model
predictions and other non-sensitive input features. The attack
was framed as an input space optimization problem, where the
goal is to identify sensitive features that maximize the model’s
posterior probability. Later, Fredrikson et al. [23] extended this
approach to reconstruct facial images from facial recognition
models, and tested the attack algorithm on more sophisticated
models, including decision trees and shallow neural networks.

However, when the target model to be inverted is a DNN
trained on data from high-dimensional and continuous spaces
(e.g., image data), traditional attack algorithms become ineffec-
tive due to the ill-posed nature of the optimization problem. In
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this scenario, optimizing over the input space would generate
unnatural and imperceptible features. To overcome this limita-
tion, Zhang et al. [10] introduced generative model inversion
attacks (GMI), which incorporates two stages. The first stage
pre-trains generative adversarial networks (GANs) [24] on a
publicly available auxiliary dataset, which aims to learn an image
prior. In the second stage, the prior is leveraged to constrain the
inversion optimization within the latent space of the generator.
This generative MI methodology has laid the groundwork for
the development of more advanced MI attacks.

Building upon GMI, KEDMI [11] proposed training an
inversion-specific GAN by using the target model to generate
pseudo-labels for the public auxiliary dataset. They also replaced
the original one-to-one recovery strategy with a many-to-one
approach by explicitly parameterizing the private data distri-
bution in the latent space. Additionally, VMI [12] interpreted
the MI attack problem through the lens of variational inference,
developing a comprehensive framework to analyze MI attacks
from a Bayesian probabilistic perspective. Technically, they
enhanced attack performance by employing a more powerful
generator and a more complex parametric distribution for the
latent space.

Later, PLGMI [25] observed that the GANs used in GMI
and KEDMI are class-coupled, leading to the introduction of
confusing feature information across classes. To address this
issue, they utilized the target model to generate pseudo-labels
for conditional GANs (cGAN) during the inversion process. Ad-
ditionally, they applied a max-margin loss to mitigate gradient
vanishing problems.

LOMMA [22] identified that the identity loss functions in
GMI and KEDMI were suboptimal and introduced logit maxi-
mization as a more effective solution to enhance attack perfor-
mance. They also addressed the issue of MI overfitting, where
reconstructed samples overly adapt to the target model, leading
to a loss of identity semantics. To mitigate this, LOMMA trained
multiple augmented models. Experimentally, LOMMA demon-
strated superior attack performance compared to both GMI and
KEDMI.

Building on MI attacks target low-resolution tasks, Plug &
Play Attacks (PPA) [13] introduce a significant advancement
by extending MI attacks to more practical high-resolution data
setups. PPA enhances the cost-effectiveness of MI attacks by
reducing the dependency between the image prior and the target
model. It demonstrates that MI attacks can be feasible using
publicly available pre-trained GANs, even when faced with
strong distributional shifts.

Many studies also investigated MI attacks in more practical
black-box and label-only settings, where the main challenge is
finding alternative optimization strategies when gradient-based
optimization is infeasible. For example, Mirror [26] utilizes
the genetic algorithm for black-box optimization, while RLB-
MI [27] reformulates the black-box optimization problem as
a Markov decision process problem and solves it via deep
reinforcement learning.

Additionally, Kahla et al. [28] introduced the first label-only
MI attack, based on the idea that a high-likelihood area for a class
is typically located in the middle of the class and is distant from
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any decision boundaries. They developed a zeroth-order opti-
mization algorithm that iteratively moves the synthetic image
away from the boundary to maximize its likelihood. Nguyen et
al. [29] proposed the label-only via knowledge transfer (LOKT)
method, which cleverly transforms a label-only attack into a
white-box attack.

B. Defense Mechanisms Against MI Attacks

To protect the privacy of training data, it is crucial to enhance
models’ resistance to MI attacks. Differential Privacy (DP),
a widely used privacy-preserving mechanism, provides strong
privacy guarantees for individual data. [9], [10] explored the
effectiveness of DP in mitigating MI attacks. However, experi-
mental evidence reveals that current DP mechanisms struggle
to simultaneously reduce MI attack risks while maintaining
desirable model utility.

Wang et al. [5] proposed a training-time defense mechanism
against MI attacks, termed mutual information regularization
based defense (MID). Specifically, MID introduces a mutual
information regularizer into the training objective, aiming to
reduce the dependency between the input features and model
outputs. To address the computational complexity of mutual in-
formation in high-dimensional continuous data, MID employs a
variational approximation method. While minimizing the input-
output dependency is an intuitive strategy against MI attacks, it
leads to a trade-off between enhancing the model’s robustness
on MI attacks and maintaining classification performance. This
conflict arises because minimizing input-output dependency
contradicts the objective of minimizing the supervised classifi-
cation loss, which inherently aims to maximize this dependency.

Recently, Struppek et al. [30] discovered that positive label
smoothing increases privacy leakage. However, they also found
that negative label smoothing (NegLS) can serve as an effective
defense against MI attacks. Following the idea of minimizing
the model’s encoding of private data, Ho et al. [31] proposed a
transfer learning-based defense against MI (TL-DMI), which
leverages pre-trained models by freezing the parameters of
earlier layers and fine-tuning only the remaining layers with
private training data to protect data privacy. This straightforward
yet effective approach is supported by layer importance analysis,
which highlights the critical role of the initial layers in MI tasks.

Additionally, there are defense mechanisms tailored to
counter black-box attacks. The main idea is to reduce the
strength of the input-output correlation, the only option available
to the defender in this scenario is to alter the output confi-
dence scores. The confidence scores could be contaminated
with noise [32], their precision could be diminished [9], or the
distinguishable pattern among them could be purified by such a
modification [33].

C. Out-of-Distribution Detection

Out-of-distribution (OOD) detection, which aims to differ-
entiate between in-distribution (ID) and OOD samples, has
attracted growing research interest due to its significant secu-
rity implications. Hendrycks et al. [8] first proposed a base-
line using maximum softmax probability. Subsequent work has
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prioritized the development of post-hoc metrics to separate
ID and OOD samples. Notable examples include ODIN [34],
which perturbs inputs to facilitate softmax score separation;
Mahalanobis distance-based methods [35], which utilize the
geometric properties of the feature space by deriving conditional
Gaussian distributions; and energy-based scores [18], which
align better with density. Beyond direct metric design, recent
studies have targeted various aspects to enhance OOD detection.
LogitNorm [36] induces consistent logit norms during training,
while DICE [37] leverages model sparsification to reduce output
variance.

Another potential OOD detection approach is using auxiliary
outliers for regularization during model training. One line of
work focuses on generating synthetic outliers. For example, Lee
etal. [38] use GANSs to create boundary samples, while VOS [39]
regularizes the decision boundary by selectively sampling virtual
outliers from low-likelihood regions. Alternatively, some meth-
ods exploit natural outliers, an idea introduced by [15]. When
diverse data is abundant, outlier exposure can be highly effective.
Energy-bounded learning [18] widens the disparity in energy
levels between in- and out-of-distribution samples via an added
energy loss term. Strategies for informative outlier sampling
have also been explored, including the greedy approach of
ATOM [40] and Thompson sampling in POEM [41]. Overall,
training with carefully chosen outliers consistently enhances
OOD detection compared to training without them.

III. PRELIMINARIES
A. Setups for OOD Detection

We consider the problem of multi-class classification, in
which the input space is represented by X € R%, and the label
spaceisdenotedby YV = {1, 2, ..., C'}. The training set, denoted
as DIin_consists of pairs { (x;, y; )}, drawni.i.d. from the joint
distribution Pxy, where N represents the number of samples.
Additionally, distribution P;, denotes the marginal distribution
of ID dataon X.

When deployed in practical applications, a robust and trust-
worthy classifier should not only precisely categorize ID sam-
ples, but it should also have the ability to recognize OOD samples
as “unknown”. In the literature, the OOD distribution, labeled
as Pout, 1S characterized as an irrelevant distribution with a label
set that does not overlap with ), implying that the model should
not attempt to make predictions for this distribution.

00D Scoring Function: Building upon the model Fy : X —
R¢ with probability prediction outputs, the goal of OOD detec-
tion is to utilize the scoring function s : X — R to determine
if a sample x € X is from P;, (ID) or Poye (OOD). Typically,
if the score value s(x) is greater than a threshold 7 € R, the
associated input x € &X' is taken as an ID sample, otherwise
an OOD sample. Two representative scoring functions in the
literature are the maximum softmax prediction (MSP) [8] and
free energy (FE) [18], following
(1a)

smsp(x; Fy) = max F.(x;0),

IEEE TRANSACTIONS ON PATTERN ANALYSIS AND MACHINE INTELLIGENCE, VOL. 47, NO. 8, AUGUST 2025

sre(x; fo) = logz exp fe(x;0)/T. (1b)

In these equations, Fy(-) = softmax(fy(-)), T > 0 is the
temperature parameter and is set to a fixed value of 1 [18]. Since
the true labels of OOD data are not in the label space of the
classification task, the model is expected to return lower scores
for OOD data than for ID data.

Auxiliary Outlier Data: Recent studies [15] have introduced
the utilization of an additional dataset, denoted as D%¥, which
is unlabeled and drawn from the distribution P,,. This dataset
is employed during the training phase for model regularization,
acting as a proxy for the test-time OOD distribution Py, which
is unknown. The model is trained to exhibit less confidence when
dealing with these auxiliary outliers. For clear terminology, we
use the term “auxiliary outliers” to describe OOD samples used
during training while using “OOD data” to represent unknown
inputs encountered at test time.

B. Statistical Dependency Measures

1) Constrained Covariance (COCO): The Constrained Co-
variance (COCO) [16] is a statistical dependency measure. The
definition of COCO is given by:

[E(f(X)g(Y))—E(f(X))E(g(Y))],
@)

where F and G are function classes that contain subspaces F’
and G, respectively.

For the sets of continuous functions F and G that are bounded
by 1, COCO(X,Y) =0 if and only if X and Y are inde-
pendent [16], with larger values indicating a more significant
dependency.

When F and G are reproducing kernel Hilbert spaces
(RKHSes [42], [43], [44], [45]), inner products in an RKHS are
by definition kernel functions:k(x;,x;) = (¢(x;), ¢(x;)) » and
Uyi y;) = (¥(yi),¥(y;))g- Given I and G their respective
unit balls, COCO can be estimated by:

COCO(X,Y)= sup

fEF,geG

COCO(X,Y) = % HKLH2 3)

where K = HKHand L = HLH, K,;; = k(x;,x;)and L;; =
I(y:,y;) are the kernel matrices, and H =1 — + 11" is the
centering matrix.

2) Hilbert-Schmidt Independence Criterion (HSIC): The
Hilbert-Schmidt Independence Criterion (HSIC) [17] is an en-
hancement over the COCO measure, HSIC(X,Y") = 0 if and
only if the variables X and Y are independent, with larger values
indicating a stronger dependency. HSIC quantifies the depen-
dency between X and Y through a non-linear transformation
¢: X = Fand ¢ :Y — G (both F and G are RKHSes). The
HSIC value is calculated as follows:

HSIC(X,Y) = [E[6(X)w(Y)"] ~ Elp(X)] EW(¥)] |35
“4)
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The Hilbert-Schmit norm, denoted as || - || zs, corresponds
to the Frobenius norm in finite dimensions. HSIC is com-
putationally feasible to be estimated for assessing the depen-
dency between variables using an estimator proposed by Gret-
ton et al. [17]. For empirical estimation, it utilizes samples
{(x4,y:)}¥, drawn i.i.d. from the joint distribution of (X,Y").
The HSIC estimator is expressed as:

ASIC(X,Y) = Tr(KHLH), (5)

(N —1)
where K,;; = k(x;,%;) and L;; = I(y;,y;) are the kernel ma-
trices, and H is the centering matrix that centers the data.

IV. THREAT MODEL

Target Model: The model owner collects private training
dataset DIfin = {(x; y;)}Y |, and then uses D" to train a
C-way classifier Fy : X — R, by minimizing:

Lets = E(x y)~pmin [lce (F (%3 6), y)], (6)

where (cg : R® x R® — R denotes the cross-entropy loss.

Once well-trained, the model Fj is deployed on the MLaaS
platform, where users can interact with it either by direct
downloading or black-box queries. In the black-box MLaaS
setup, users interact with Fy by submitting their local data x
to the service. In response, they receive a prediction confidence
vector §j = F'(x;6), which represents the classifier’s confidence
in each class. Specifically, the cth element gy, indicates the
probability that the given data x belongs to class c. This typical
MLaaS framework enables users to utilize advanced ML models
without directly managing or understanding their underlying
complexities.

Privacy Leakage Risks: The model’s training process estab-
lishes a strong dependency between input features and labels,
which MI attackers exploit to recover private training data. For
instance, in order to recover the training data for class c, the
attack objective is to search for an x that is most likely to
be classified as the desired category [9], [23], which leads to
the optimization problem: miny — log F..(x; ). To overcome
the challenge of a large optimization space, recent MI attack
algorithms propose constraining the optimization to the latent
space of a deep generator [10], [11], [12]. Specifically, the
objectiveisrefined to min, — log F,.(G(z); 0), where the z space
is alow-dimensional manifold representing images with relevant
semantic information.

Security Risks: In real-world settings, test-time data of-
ten come from distributions with different labels. Alarmingly,
DNNs tend to produce over-confident predictions for OOD
inputs, which can be unreliable [8], [18], [46]. This limitation
poses significant challenges in security-sensitive applications,
such as face recognition systems, as adversaries could poten-
tially evade detection by feeding in OOD samples. Without
rigorous OOD detection mechanisms, systems are susceptible
to critical failures. Thus, the development of principled and
rigorous OOD detection techniques is crucial for securing deep
learning deployments [15], [39], [41].
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Goals: This work aims to develop a novel privacy-preserving
training strategy using D" to train a model Fy, ensuring that
access to the model does not significantly compromise sensitive
information of the private training data. Specifically, our goal is
to make sure that the (local) optimal solution x, derived from
the MI optimization process by querying Fy, reveals minimal
information about the private training samples. In addition, by
leveraging auxiliary information learned from the OOD dataset
Dinx, we seek to enable the model to produce distinctly sepa-
rated distributions over the score values s(x) related to the OE
strategy, for both ID and OOD inputs at test time.

V. UNKNOWN-AWARE BILATERAL DEPENDENCY
OPTIMIZATION (BIDO+)

In this section, we present the framework of the unknown-
aware bilateral dependency optimization (BiDO+) strategy. We
consider a feedforward DNN Fp : X — R with M latent lay-
ers. Given an input X, the feature representation at the jth layer
is represented as Z; € RY%; | where j ranges from 1 to M. The
training objective of BiDO+ with the BiDO and OE regularizer
is defined as follows:

M M
£B1D0+ — Ccls + )"x Z d(Xv Z]) - )‘y Z d(Zj7 Y)
j=1 Jj=1

ﬁBiDO(‘g%DfTi")
+ Y EXN'D}:‘IM“,X'ND::Ef [EOE(F(X, 9), F(X/, 9))} (7)

['OE (0 ;’Di[:;‘i" UDaux

out

Here, L is the classification risk given by (6), d denotes the
statistical dependency measure, and A, A,y € R are trade-
off hyperparameters. By minimizing Lgipo, we aim to enhance
the model’s robustness against MI attacks; however, exclusive
minimization of Lgipo; can degrade the model’s OOD detection
capability (as empirically presented in Fig. 2). To address this
limitation, we incorporate the minimization of the OE risk
Log. We provide a detailed introduction of Lgipo and Log
in Sections V-A and V-B, respectively. Additionally, a concise
summary of the entire algorithm is provided in Algorithm 1 in
Appendix A, available online.

A. Bilateral Dependency Optimization

The bilateral dependency optimization (BiDO) strategy is
formed by combining the second and third terms in (7):

M M
Loipo = ha O (X, Zj) = hy > d(Z;,Y).  (8)
j=1

j=1

To strengthen the model’s defense capability against MI at-
tacks, the term d(X, Z;) aims to limit the transfer of potentially
exploitable information from input features x to latent repre-
sentations. This reduction is vital for reducing the risks posed
by an MI adversary. However, it is noteworthy that exclusively
minimizing d(X, Z;) might inadvertently lose information cru-
cial for classification tasks. Consequently, retaining the term
d(X, Z;) is essential. This ensures that Z; adequately represents
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Y, thereby maintaining the balance between privacy preserva-
tion and the classifier’s efficacy.

1) Instantiations of BiDO: This subsection introduces two
specific implementations of the BiDO strategy, i.e., BiDO-
COCO and BiDO-HSIC.

BiDO-COCO: When utilizing COCO as the dependency mea-
sure, the risk Lgipo(#; D) in (7) is realized as:

M M
Leoco = hz »_COCO(X, Z;) — Ay »_COCO(Z;,Y).
Jj=1 Jj=1

€))

Based on the COCO estimator presented in (3), the COCO of
each term is calculated as:

COCO(X, Z;) = %MHKXK’Z,. o (10a)
1 ~ ~
COCO(Z;,Y) = NQ/HKZjKij (10b)

BiDO-HSIC: Similarly, when using HSIC as the dependency
measure, Lgipo (0; DI™) in (7) is realized as:

M M
Lusic = hx »_HSIC(X, Z;) — &, Y HSIC(Z;,Y). (11)
j=1 j=1
Based on the HSIC estimator outlined in (5), we have:
1
1
HSIC(Z;,Y) = ——Tr(K; HKv H). 12b
( VR ) (N—1)2 I'( Z; Y ) ( )

Computational Complexity of BiDO: For the specific in-
stances given above, stochastic gradient descent (SGD) is
adopted to optimize Lcoco and Lysic. The dependency mea-
sures, COCO and HSIC, are empirically calculated over mini-
batches of size m by leveraging estimators outlined in (3) and
(5), respectively. Therefore, the computational complexity for
(9) and (11) amounts to O(M - m?) and O(M - m?) [17]. In
addition, The parallelizable nature of this computation ensures
that the extra time required for BiDO-COCO or BiDO-HSIC is
minimal.

2) Analysis of BiDO’s Realizability: In this subsection, we
aim to answer a fundamental question regarding BiDO: Is there
a neural network that can maintain the testing accuracy and
make the inputs very independent of latent representations? If
the above question has an affirmative answer, then BiDO can be
realized.

For simplicity, our analysis is confined to cases with M =1
(i.e., neural networks with a single latent layer). Let (X,Y)
be a random variable representing the data, where X denotes
the input features and Y the labels. Then Fy = h o g, with
g : X — R9 transforming the input features to the latent repre-
sentation, and / : R%” — R subsequently mapping this latent
representation to the final outputs. Thus, Z = g(X) is a random
variable whose randomness comes from X and is called the
latent representation. Meanwhile, h(Z) = Fy(X) is the final
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output of Fy(-). Next, we give a definition of the intrinsic
dimension of (X,Y").

Definition 1 (Intrinsic Dimension of Random Variable
(X,Y)): Given (X,Y) and function sets G(dz) = {g: X —
R4z} and H(dz) = {h : Rz — R}, if there is a d) € N*
and a model A" o g* such that

h*og* € Exy[l(hog(X),Y)] (13)

arg min
9€G(d% ), het(dy,)
and g*(X) = Z* = (Z£,7,07)7,! then we say Z;;, € R is the
intrinsic representation for (X,Y’) and d, is the intrinsic di-
mensionof (X, Y"),suchthath* o ¢g*(X) = h*(Z*) = W*Z* =
(Wi, W3)(Z;,7,00) = WiZ;, =Y.

Note that, the above intrinsic dimension is related to (X, Y"),
G(dz) and H(dz), which differs from the general definition of
intrinsic dimension regarding X . Then, we define the realizabil-
ity of BiDO as follows:

Definition 2 (Realizability of BiDO): Given (X,Y) and func-
tion sets G = {g: X = R} and H = {h: R — R}, if
d(X,Z) =d(X,g(X)) can still be optimized over G (i.e., the
dependency between X and Z can be further minimized) given
the situation that Exy [¢ce(Fp(X),Y")] has reached its mini-
mum over H o G, we say that BiDO is realizable on H o G,
where Fy € HoG.

Based on Definitions 1 and 2, we derive the following theorem
that gives an affirmative answer to the question raised at the
beginning of this subsection.

Theorem 1: Given (X,Y), function sets G(dz) = {g : X —
R9z} and H(dz) = {h : R¥? — R}, if the intrinsic dimen-
sion of (X,Y") isless than dz, and E xy [(cg(Fyp(X),Y )] can be
minimized to 0 over H(dz) o G(dz), then BiDO is realizable
on H(dz) o G(dz), where Fy € H(dz) o G(dy).

Proof: Given that Exy [{ce(Fyp(X),Y)] can be minimized
to 0 and that dz > d,, this implies that the model Fjy
possesses excess capacity. Leveraging this, we can identify a
transformation g € G such that ¢g%(X) = 2" = (Z;,",¢")T,
where € € R%2—dr ig random noise, whose magnitude can be
tuned by changing the magnitude of d(X, Z). Then, we can find
a transformation h? € H, such that h o g%(X) = h¥(Z") =
W2 = (Wi, W) (25,7, € )T = WiZi, + Wy'e "=
Wiz =Y. O

3) BiDO Compromises Model’s OOD Detection Ability: De-
spite the privacy-preserving benefits of models trained with
BiDO, we highlight the inconsistency between improving de-
fense performance against MI attacks and OOD discriminative
capability. As shown in Fig. 4, we track the dynamics of testing
accuracy (Fig. 4(a)), maximum softmax prediction of ID test
data (Fig. 4(b)) and test-time OOD data (Fig. 4(c)) during the
model training process across multiple runs of the experiments.

As depicted in Fig. 4(c), in the initial training stage (approx-
imately the first 30 epochs), both the regular model and BiDO-
trained models tend to become increasingly over-confident on
test-time OOD data due to their relatively weak discrimina-
tive ability. However, as training progresses (beyond approx-
imately the 30th epoch), the regular model’s discriminative

!For simplicity, we put the none-zero elements in the adjacent placement
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TABLE I
EVALUATION OF OOD DETECTION PERFORMANCE (UNDER MSP SCORE) WITH
BIDO-TRAINED VGG-16 ACROSS VARIOUS TEST-TIME OOD DATASETS

Def. Mechanism | Acc 1| MSP (OOD/ID) | FPR95 | | AUROC t
DIt —CelebA, DSt =CelebA

out

NoDef. [89.10| 032/0.85 | 5920 | 92.12
BiDO-COCO |85.88 0.44/0.85 64.16 88.98
BiDO-HSIC |85.44 0.64/0.91 74.71 86.29
Diest —CelebA, DIt —FFHQ
No Def. | 89.10 | 0.26/0.85 | 4498 | 94.10
BiDO-COCO |85.88 0.44/0.85 64.60 88.58
BiDO-HSIC |85.44 0.58/0.91 6491 88.85
Diest —CelebA, DIt =FaceScrub
NoDef. |89.10| 017/0.85 | 2347 | 96.85
BiDO-COCO |85.88 0.49/0.85 75.85 86.84
BiDO-HSIC |85.44 0.49/0.91 54.26 91.57

power towards OOD data gradually improves, while the issue
of over-confidence on OOD data becomes more pronounced in
BiDO-trained models. Additionally, the over-confidence issue
intensifies with stronger BiDO regularization (BiDO-HSIC(b)
> BiDO-HSIC(a)).

Furthermore, we verify that the OOD issue persists even
when the test-time OOD data DS originates from distributions
different from the private dataset, such as FFHQ or FaceScrub,
as evidenced in Table I. Consequently, we adopt outlier exposure

strategies to mitigate this problem.

B. Outlier Exposure

The fourth term in (7) forms the OE strategy, whereas some
OE strategies leverage only auxiliary OOD data for model
regularization (cf. (16)), others need to leverage both auxiliary
OOD data and train ID data to regularize the model (cf. (17)).
Therefore, to be comprehensive, we consider the case where
both auxiliary OOD data and test ID data are utilized in the
formulation:

Lok = Ex~D;§fi“ X/ ~DR [lor(F'(x;0), F(x';0))] . (14)

Basically, the OE loss {og(+) serves as a regularization tech-
nique, encouraging the model to learn to produce maximally
separable distributions of OE-related score values between aux-
iliary OOD data and ID data. By exposing the model to some
OOD data during training, OE ensures reliable OOD detection
during inference, as demonstrated in the experiments.

Overall, OE is an effective method for enhancing a model’s ca-
pability to detect OOD data by incorporating additional auxiliary
information. The effectiveness of OE hinges on the similarity
between auxiliary OOD data D2 and test-time OOD data D,
as demonstrated in [47].

Let Riest(0) = Las + Laipo + 7Lor(0; DEY) represent the
total risk with test-time OOD data, and Ry (0) = Les +
Lgipo + 7Loke(8; D) denote the total risk with auxiliary OOD

out
data. Based on the findings in [47], the following generalization
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bound is established:
Rtest(é) < mein Raux (9) + aLCWC(Dsﬂ?ﬂ Df’zstt)
+ O(1/VN)+ O(1/VN"), (15)

where 6 denotes the optimal model parameters learned by (7),
W. represents the Wasserstein-1 distance with cost function
¢(+,+), L. is the Lipschitz constant of or with respect to the
cost function ¢(+,-), and N’ refers to the number of auxiliary
OOD samples. This bound suggests that even if D3i¥ cannot
perfectly represent all possible OOD data, the inclusion of OE
still improves the model’s generalization and robustness against
unknown distributions.

1) Instantiations of OE: This section presents two instantia-
tions of the OE strategy.

Confidence Minimization: In the first instantiation, we con-
sider constraining the maximum softmax prediction for the OOD
inputs. To this end, we aim to make the model’s predicted
probability distribution for OOD samples as close to a uni-
form distribution as possible. To achieve this, the cross-entropy
between the predicted probability distribution and the uniform
distribution is minimized. The loss function Log in (7) is then
instantiated as:

LCM = Exwpgﬂ? [H(Z/{, F(X, 9))] 5 (16)
where H represents the cross entropy and {/ represents the
uniform distribution over C' classes. Note that when there is
class imbalance [8], [48], we should encourage the predicted
probability distribution to match the class prior distribution;
since the datasets we consider have class priors that close to
a uniform distribution, matching &/ works well enough.

Energy Regularization: While the objective of the first in-
stantiation of the OE strategy is to mitigate the over-confident
issue w.rt. OOD samples, in the second instantiation, we aim
at improving OOD detection capability by applying explicitly
regularization to the model, which encourages the model to
generate lower energy values to ID data and higher energy
values to auxiliary outliers. This contributes to the formation of a
significant energy disparity that enhances the detection of OOD
data during test time. The method of regularization is defined as
follows:

EER = EXND:lrlain (maX(O, E(X; 9) — min))2

+ Exopu (max(0, meu — E(x';0)))?, (17)
where my, and my, are hyperparameters, which can be se-
lected according to the average energy scores calculated from
a pre-trained model for in-distribution and out-of-distribution
samples, respectively. The energy score F(x;6) as defined in
(1b). We perform outlier exposure by fine-tuning the classifier
F(x; 0) with (7), which has been pre-trained with L5 + Lgipo.,
so the model is discriminative enough and can learn OOD
patterns more quickly.
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VI. EXPERIMENTS

This section presents a comprehensive experimental evalua-
tion to verify the effectiveness of BiDO+ against multiple MI
attacks across both low-resolution and high-resolution tasks. For
low-resolution tasks, we assess BiDO+ against earlier attack
methods, including GMI [10], KEDMI [11], and VMI [12], as
well as more advanced recent MI attacks such as LOM [22]
and PLGMI [25]. For high-resolution tasks, we evaluate BiDO+
against the PPA method [13], [49].

The baseline defense mechanisms for comparison include
MID [5] and the latest state-of-the-art defense (SOTA) tech-
niques, such as NegLS [30] and TL-DMI [31]. For comparisons
involving MID, the analysis focuses on earlier attack meth-
ods, i.e., GMI [10], KEDMI [11], and VMI [12], since the
recent comprehensive benchmark results indicate that MID is
less effective against the state-of-the-art attack algorithms [50].
Additionally, we conduct empirical evaluations on the OOD
robustness of these defense algorithms. Due to space constraints,
detailed experimental results with MID on facial recognition
and handwritten character recognition tasks are provided in
Appendix C, available online.

A. Experimental Setup

This section outlines the experimental setups used in our
evaluation. For additional details, e.g., dataset preparation and
model training, please refer to Appendix B, available online.

Datasets and Target Models: We evaluate the MI and OOD
robustness of models trained with BiDO+ on two tasks: face
recognition and handwritten character classification (digits and
letters), with a particular emphasis on face recognition due
to its closer relevance to real-world applications. For the face
recognition task, We utilize the CelebA [51], FFHQ [52], and
FaceScrub [53] datasets. For hand-written character classifi-
cation, we use the MNIST [54] and EMNIST [55] datasets.
For the implementation of MI attacks and evaluation of OOD
robustness, we prepare four subdatasets: the private dataset
Dyriy = D" U DI for model training, the public dataset Dy,
for learning image priors, the auxiliary OOD dataset D3 ¥ for

out
outlier exposure training and the OOD test dataset D for

out

OOD robustness evaluation. We adopt the same target models
asin [10], [13]. For the low-resolution face recognition task, we
use VGG-16 adapted from [56] and face.evoL.Ve adapted from
the cutting-edge facial recognition network [1]. For the high-
resolution face recognition task, we use DenseNet-121 [57],
[58], [59]. For digit classification on MNIST, we use LeNet
adapted from [54]. The MI attack methods, datasets, and target
models adopted in this work are summarized in Table X available
online.

Evaluation Metrics: For the evaluation of MI robustness,
we examine whether the reconstructed images reveal sensitive
information about the actual private data from both qualitative
and quantitative perspectives. In line with the standard litera-
ture [10], [13], we adopt top-1 attack accuracy and K-Nearest
Neighbors Distance (KNN Dist). To assess the OOD detection
performance, we utilize two representative metrics, i.e., area
under the receiver operating characteristic curve (AUROC) [60]
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and the false positive rate at 95% true positive rate (FPR95) [34].
For detailed information regarding these metrics, please refer to
Appendix B.3, available online.

B. Main Results

In the main experiments, we evaluate the MI robustness of
BiDO+ against state-of-the-art MI attacks and its OOD robust-
ness, in comparison with leading MI defense methods.

Comparison with SOTA MI defense mechanisms in the low-
resolution setting: The defense results against SOTA attacks
are summarized in Table II. Compared to the regular model
with no defense, both BiDO-COCO and BiDO-HSIC demon-
strate robustness against all three SOTA MI attacks, with only
a slight drop in validation accuracy. For example, when pro-
tecting the VGG-16 model against the LOM (GMI) attack,
BiDO-COCO reduces the attack accuracy by 17.63% (from
65.68% to 48.05%), while the validation accuracy only drops
by 3.22% (from 89.10% to 85.88%). When comparing BiDO
to the state-of-the-art defenses, NegLS and TL-DMI, we find
that NegLS demonstrates the weakest defense performance. In
fact, the model trained with NegLS reveals more privacy than
the regular model under the LOM (GMI) attack. While BiDO
performs better than NegLS, it does not surpass the performance
of TL-DMI.

Additionally, we evaluate the defense performance of BiDO+,
incorporating outlier exposure (OE) training with auxiliary OOD
datasets alongside BiDO. Specifically, we explored two cases
involving auxiliary OOD datasets: one drawn from a close dis-
tribution to the private dataset (i.e., CelebA) and another from an
entirely different source (i.e., FaceScrub). Using auxiliary OOD
datasets from close distribution generally resulted in a slight
decrease in model utility. This is because when the features of ID
samples and OOD samples are too similar, it poses challenges for
the classifier to effectively learn discriminative features. How-
ever, in most cases, applying outlier exposure improved the de-
fense performance of models trained with BiDO. As a highlight,
BiDO-COCO with the confidence minimization strategy, trained
with the FaceScrub dataset, reduced attack accuracy by over
45% (from 76.95% to 31.12%), while maintaining comparable
model utility to the model train with BiDO-COCO. Moreover,
BiDO+ achieved superior defense results compared to TL-DMI
in most scenarios. Reconstructed images from models trained
with various defense mechanisms are shown in Fig. 6 in the
Appendix, available online.

We hypothesize that this improvement occurs because MI
attacks attempt to generate samples resembling the actual private
training data. When the model exhibits high uncertainty on OOD
samples, it becomes more challenging for the MI adversary
to accurately reconstruct the training data. Outlier exposure
encourages the model to produce low-confidence outputs for
non-training samples, thereby reinforcing this defensive effect
against MI attacks.

OOD robustness evaluation in the low-resolution setting:
Tables III and IV show the OOD detection performance of
VGG-16 models under MSP and FE scoring functions on facial
data, with CelebA as the ID test data and FFHQ as the OOD
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TABLE II

DEFENSE PERFORMANCE FOR VGG-16/FACE.EVOLVE TRAINED ON Dpgy = CELEBA AGAINST LOM (GMI), LOM (KEDMI) AND PLGMI

\ \ \ LOM (GMI) | LOM (KEDMI) \ PLGMI
|Def. Mechanism | Acct |Attack Acc | KNN Dist 1 |Attack Acc | KNN Dist + |Attack Acc | KNN Dist 1
‘NO Def. ‘ 89.10 ‘ 65.68 1384.22 ‘ 93.17 1186.43 ‘ 90.88 1238.00
INegLS 185.11 4 x| 6748 11 70 1256.08 | 125 14 8440 15 -7 119758 |11 15 | 8450 g 55 1242.04 1 04
[TL-DMI 18552 |5 55| 40.00 |25 65 1542.25 +155 03| 7116 121 01 1371.90 1155 47| 8105 o 55 1275.39 157 50
BiDO-COCO  [85.88 |5 55[48.05 |17 65 153778 1155 56| 82.23 110,01 1331 114057 | 8341 747 125956 101 56
VGG-16 |+CM (CelebA) | 8355 4445 1565.99 73.04 1382.64 84.65 1247.71
+CM (FaceScrub)| 85.54 46.50 1523.10 76.82 1344.40 80.82 1290.33
+ER (CelebA) 86.04 55.08 1461.96 81.85 1305.08 82.48 1263.68
+ER (FaceScrub) 86.04 56.74 1449.51 85.26 1306.35 83.55 1272.35
BiDO-HSIC (8544 |5 6| 5233 ;1555 14715 15708 |77.12 16,05 132611 1150, 65| 80.69 1o 10 128845 150 45
+CM (CelebA) 85.34 53.30 1497.96 65.96 1460.52 79.41 1281.39
+CM (FaceScrub)| 84.65 54.57 1451.83 80.06 1290.44 72.94 1335.73
+ER (CelebA) 85.31 54.11 1487.3 75.37 1319.74 80.58 1288.18
+ER (FaceScrub) 84.48 49.33 1475.85 72.82 1393.92 75.49 1332.83
‘NO Def. ‘ 85.41 ‘ 42.64 1482.05 ‘ 77.86 1179.91 ‘ 84.22 1252.16
[NegLS [84.45 .06 46.47 |3.83 1451.21 30.84 | 76.26 |1.60 1248.03 165.12 | 86.17 11,05 1193.76 |55.40
ITL-DMI 18475 10 66| 1587 126 77 173041 1545 56| 6118 |16 65 1294.96 +115 05 8523 1101 121157 |40 50
BiDO-COCO (8445 (| 41.84 1050 148323 11 15 | 7695 001 1193.71 11550 | 8244 | 75 127139 119 25
face.evoLVe|+CM (CelebA) |  83.05 11.21 1970.85 15.82 1990.74 74.88 1311.18
+CM (FaceScrub)| 85.38 13.51 1817.85 31.21 1669.43 69.73 1332.15
+ER (CelebA) 84.38 23.01 1640.18 55.39 1320.62 79.11 1285.57
+ER (FaceScrub) 84.88 21.89 1675.28 56.81 1379.13 76.92 1291.52
BiDO-HSIC 84.55 |0.86]27.27 | 15.37 1618.71 1136.66| 69.97 |7.80 1289.02 +109.11| 78.39 |5.83 1280.71 125 55
+CM (CelebA) 82.82 23.59 1702.82 26.33 1648.56 80.06 1284.75
+CM (FaceScrub)| 84.55 29.29 1596.73 72.08 1216.55 78.15 1286.68
+ER (CelebA) 83.91 36.73 1544.01 72.13 1231.05 83.45 1267.18
+ER (FaceScrub) 85.14 29.16 1596.60 69.39 1214.80 80.38 1277.65

LOM (GMI) and LOM (KEDMI) leverage D,,,

CelebA. PLGMI utilizes D,,, = FFHQ. CM/ER is an abbreviation for confidence minimization/energy
regularization. The auxiliary OOD datasets employed for CM and ER include D}y = CelebA or FaceScrub. Besides, the boldface numbers mean the best results,

while the underlines indicate the second-bests regarding the trade-off between the model’s MI robustness and utility.

TABLE III
OOD DETECTION PERFORMANCE UNDER MSP SCORE FOR VGG-16 TRAINED

ON CELEBA
Def. Mechanism | Acct |MSP (OOD/ID)| FPR95] |AUROC 1
No Def. | 8910 | 026/085 | 4498 | 9410
NegLS ‘8534 13.76 ‘ 087/097 ‘7754 132.56 ‘8484 19.26
TL-DMI 8552 1555] 0.29/0.81 5517 110.19]91.05 1305
BiDO-COCO 85.88 | 3.22 0.44/0.85 64.60 119.62(88.58 | 5.52
+CM (CelebA) 83.55 12.33 019/075 51.77 112.83 91.78 13.20
+CM (FaceScrub) |85.54 | 54| 0.12/0.86  |10.60 |54.00|98.35 19.77
BiDO-HSIC 85.44 36| 058/0.91  [64.91 119.03(88.85 505
+CM (CelebA) 85.34 10.10 005/072 35.79 129.12 94.58 15.73
+CM (FaceScrub) |84.65 10.79 014/090 9.89 155.02 98.37 19.52
Here D} = CelebA, Diy = FFHQ. The numbers highlighted in green indicate changes

compared to the standard model (No Def.), whereas the numbers in blue show the differences
when compared to the model trained exclusively with BiDO.

test data. In low-resolution tasks, applying the BiDO strategy
during model training results in overconfidence issues. Com-
pared to the regular model, BiDO-HSIC exhibits higher MSP
scores for both ID and OOD test data (regular model: 0.26/0.85,
BiDO-HSIC: 0.58/0.91). Additionally, BIDO-HSIC faces more
severe overconfidence than BiDO-COCO, because HSIC is a
more advanced dependency measure than COCO. For example,
on the VGG-16 model, despite similar validation accuracies
(BiDO-HSIC: 85.44, BiDO-COCO: 85.88), BiDO-HSIC shows
a higher MSP for OOD data than BiDO-COCO (0.58 vs. 0.44).

TABLE IV
OOD DETECTION PERFORMANCE UNDER FE SCORE FOR VGG-16 TRAINED ON
CELEBA

Def. Mechanism | Acct | FPR95| | AUROC T
No Def. \ 89.10 \ 29.88 \ 95.68

NegLS | 85.34 |3.76 | 65.55 135.67 | 80.70 |14.08
TL-DMI \ 85.52 | 358 \ 42.20 112,32 \ 93.09 |2 .59
BiDO-COCO 85.88 |3.22 | 95.74 165.586 | 67.90 |27.78
+ER (CelebA) 86.04 10.16 70.18 125.56 88.41 120.51
+ER (FaceScrub) 86.04 10.16 4.28 191.46 99.21 131.31
BiDO-HSIC 85.44 |3 66 |46.79 116.01 | 91.72 3,96
+ER (CelebA) 85.31 10.13 30.41 116.38 95.30 13.58
+ER (FaceScrub) 84.48 10.96 2.64 144.15 99.50 17.78

Here D;" = CelebA, Dy = FFHQ. The numbers highlighted in green indicate
changes compared to the standard model (No Def.), whereas the numbers in blue
show the differences when compared to the model trained exclusively with BiDO.

Furthermore, we also evaluated the OOD robustness of TL-
DMI and NegLS. Based on the MSP scores for both ID and OOD
data, TL-DMI does not exhibit the issue of making overconfi-
dent predictions. In contrast, NegL.S demonstrates a tendency
to make overconfident predictions, with this issue being more
pronounced than in BiDO-HSIC. For example, compared to
BiDO-HSIC, NegLS shows higher MSP scores for both ID
and OOD test data (BiDO-HSIC: 0.58/0.91, NegLS: 0.87/0.97).
This behavior can be attributed to the negative label smoothing
regularization, which encourages higher confidence in the target
class while suppressing confidence in other classes.
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TABLE V TABLE VI
DEFENSE PERFORMANCE FOR DENSENET-121 TRAINED ON CELEBA AGAINST OOD DETECTION PERFORMANCE UNDER MSP SCORE FOR DENSENET-121
PPA TRAINED ON CELEBA
Def. Mechanism CM ER| Acc?t |Attack Acc | KNN Dist Def. Mechanism  OE  |Acc 1|MSP (OOD/ID)| FPR95| |AUROC ¢
No Def. - - \ 92.28 \ 90.48 401.87 No Def. - \92.28\ 0.32/0.88 \ 48.32 \ 93.15
NegLS - - ‘8579 u;‘;lg‘ 63.66 126.82 468.03 166.16 NegLS - ‘8579‘ 063/091 ‘7217 123.85 86.94 16.21
TL-DMI - - \85.59 w_@g\ 55.27 |35.21 487.68 13581 TL-DMI - \85‘59\ 0.66/0.91 \72.41 +24.09(86.53 4662
- —186.09 |5.19]55.36 |35 12 469.99 163.12 BiDO-COCO - 86.09 0.40/0.81 66.85 +12.72(88.20 ;4. 95
BiDO-COCO Vv 84.55 |1.54|43.76 |11.60 479.63 1964 w/ CM|84.75 0.18/0.72 57.36 19,49 [90.18 +1 .98
v |84.75 4| 49.88 | 545 450.84 85
1134 13.48 +10.8 BiDO.HSIC  ~ |8515| 038/081  69.63 121.51(87.38 s 1r
- -185.15 17.13 56.56 133.92 454.71 152.84 w/ CM|83.16 0.16/0.71 55.27 110.25 89.84 12.46
BiDO-HSIC v 84.05 J41.10 51.36 15.20 462.49 17.78 Here D™ = CelebA, Dy = CelebA. CM is an abbreviation for confidence minimization. “~
v |83.16 11.99 39.52 117.04 470.85 116.14 indicates not use the specific OE strategy. The numbers highlighted in green indicate changes

CM/ER is an abbreviation for confidence minimization/energy regularization. “v ”/*-”
indicates use/not use the specific OE strategy.

To enhance the OOD robustness of BiDO-trained models in
low-resolution scenarios, we incorporate the OE strategy, utiliz-
ing two different auxiliary OOD datasets. When applying CM
as the OE strategy, we evaluate the OOD detection performance
based on the MSP score. In contrast, when using ER as the OE
strategy, we assess performance using the FE score. The OOD
detection results for BiDO+(CM) and BiDO+(ER) are presented
in Tables IIT and IV, respectively. The integration of both CM
and ER strategies significantly enhances the OOD robustness of
BiDO-trained models. For instance, on VGG-16, BiDO-HSIC
with CM (using FaceScrub) reduces FPR95 by 55.02% and
improves AUROC by 9.52% compared to BiDO-HSIC. Further-
more, when using auxiliary OOD data from a source similar to
the private data, the model suppresses the MSP score for OOD
data but also slightly reduces the MSP score for ID test data,
while still enhancing the model’s OOD robustness.

Comparison with SOTA MI defense mechanisms in the high-
resolution setting: The defense performance of DenseNet-121
trained on CelebA against PPA is presented in Table V. Com-
pared to the regular model, both BiDO-COCO and BiDO-HSIC
show significant improvements in defense performance, though
at the cost of a slight decrease in validation accuracy. For in-
stance, BiDO-COCO reduces attack accuracy by 35.12% (from
90.48% to 55.36%), while the validation accuracy only drops
by 6.19% (from 92.28% to 86.09%). When comparing BiDO to
the state-of-the-art defenses, NegL.S and TL-DMI, we observe
that NegLS exhibits the weakest defense performance, while
BiDO and TL-DMI demonstrate comparable defense efficacy.
Regarding the defense performance of BiDO+, similar to what
we observed with the low-resolution setting, it is apparent that
across the majority of parameter configurations, the combination
of various OE strategies with the BiDO framework consistently
enhances the model’s defense capabilities, albeit resulting in a
slight reduction in validation accuracy.

OOD robustness evaluation in the high-resolution setting:
The OOD detection performance of larger DenseNet-121 mod-
els, trained on higher-resolution facial images, is presented in
Tables VI and VII, evaluated using the MSP and FE scores,
respectively. In this context, BiDO-trained models do not ex-
hibit overconfidence issues. This can likely be attributed to the

compared to the standard model (No Def.), whereas the numbers in blue show the differences when
compared to the model trained exclusively with BiDO.

TABLE VII
OOD DETECTION PERFORMANCE UNDER FE SCORE FOR DENSENET-121
TRAINED ON CELEBA

Def. Mechanism OE |Acct| FPR95] |AUROC f

No Def. ~ |9228| 5413 | 9184
NegLS - ‘ 85.79 ‘8489 130.76 ‘8191 19.93
TL-DMI —|85.59 [80.78 126 65 | 82.34 10,50
. —|86.09 7561 121 45 |85.06 |67
BibO-cOCO ER‘ 8455 ‘ 6848 |7 15 |87.85 15 70
. —|85.15[65.52 111 50| 87.00 4 54
BiDO-HSIC ER‘ 84.05| 60.08 5 14 |89.56 12 56

Here D' = CelebA, Dy = CelebA. ER is an abbreviation for energy
regularization. “—” indicates not to use the specific OE strategy. The
numbers highlighted in green indicate changes compared to the standard
model (No Def.), whereas the numbers in blue show the differences when
compared to the model trained exclusively with BiDO.

increased richness of information in higher-resolution images,
which provides better distinguishing features between OOD and
ID data. In contrast, models trained with TL-DMI and NegLS
show overconfidence, as indicated by high MSP scores for both
ID and OOD test data (NegL.S: 0.63/0.91, TL-DMI: 0.66/0.91),
along with inferior results in terms of FPR95 and AUROC. For
BiDO+, the incorporation of both the CM and ER strategies
further improves the OOD robustness of BiDO-trained models,
enhancing their robustness against OOD data.

C. Ablation Study

Investigations of bilateral optimization terms in BiDO: In this
section, we examine the impact of the two terms in (9) and (11)
on the model’s robustness against MI attacks. Table VIII shows
that omitting any component results in a suboptimal balance
between privacy and utility. In the case of BiDO-COCO, elim-
inating the COCO(Z;,Y") penalty (cf. row (2)) has a negligible
effect on the MI robustness enhancement. This is attributed to
the minimal influence of COCO(z, z;) on the training process
due to its small value. On the other hand, in the BiDO-HSIC
framework, discarding the HSIC(Z;,Y") (cf. row (5)) leads to
a marked decline in classification accuracy. This indicates that
incorporating the term HSIC(Z;,Y"), which connects learning
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TABLE VIII
ABLATION STUDY ON BIDO

Rows Objectives Accuracy T Attack Acc | KNN Dist 1
1) Las 89.58 85.07 1129.63 |
) Las + Ae M COCO(X, Z;) 90.15 (0.57%1)  84.83 (0.24%]) 1137.09 (7.461)

BiDO-COCO  (3) Las = Ay Y32, COCO(Z;,Y)

@ Las+ e XM, COCOX, Zj) — Ay XM, COCO(2;,Y)

75.30 (14.28% 1)
83.29 (6.29% )

36.98 (48.09% 1)
55.82 (29.25% 1)

1449.20 (319.571)
1299.01 (169.381)

(@) Las + Ao M HSIC(X, Z;)

5 !
. =1
BiDO-HSIC (6) Les — )\y E;‘il HSIC(Zj7 Y)

@) Las+Xe L HSIC(X, Z;) — Ay S0, HSIC(Z;,Y)

0.23 (89.35% )
75.33 (14.25% 1)
77.50 (12.08% 1)

0.00 (85.07% 1)
24.79 (60.28% 1)
24.13 (60.94% |)

2487.90 (1358.271)
1545.31 (415.681)
1575.48 (445.851)

6393

The impact of omitting individual components from the learning objectives is shown in rows (2-3) and rows (5-6), compared to the full objectives in row (4) and row (7). We evaluate each
objective over Accuracy (%) and indicators of privacy leakage such as Attack Acc (%) and KNN Dist on CelebA against KEDMI. For BiDO-COCO, (Ax, Ay) is set to (5, 50); For BiDO-HSIC,
(Ax, ky) is set to (0.1, 0.5). The bold numbers denote the setup that achieves a better trade-off between model robustness and utility.

TABLE IX
ABLATION STUDY ON BIDO+

BiDO CM ER |Acc 1|Attack Acc | KNN Dist 1|MSP (OOD/ID)| FPR95 | | AUROC

Regular Model [ 89.58| ~ 81.89 1146.66 | 0.30/0.84 |55.15/55.58/92.20/91.86
v 83.02| 4085 1414.69 0.73/0.92  |81.38/85.71(82.29/78.69
v 87.45| 6847 123263 0.07/0.67 48.14 91.75
v |8835| 8397 1139.94 0.30/0.84 50.59 92.35
v v 8283| 3252 1481.48 0.22/0.75 67.97 86.13
v v |8306| 3872 1432.92 0.72/0.93 63.55 89.27

We evaluate the impact of BiDO and CM/ER on MI and OOD robustness. MI
robustness is evaluated using models trained on CelebA against KEDMI. OOD
detection performance is evaluated using MSP and FE scores for both regular and

BiDO-trained models, and models trained with OE use the corresponding OE-related

test

scoring functions. Here DY,' = CelebA, D', = CelebA. ‘v indicates use the specific
strategy. The bold numbers represent the setup that achieves better trade-off between
model robustness and utility.

with labels, is crucial for preserving essential label-related in-
formation within the latent layers. For both BiDO-COCO and
BiDO-HSIC, eliminating the d(z, ;) penalty (cf. rows (3) and
(5)) leads to overfitting to the training data, thereby diminishing
classification performance. When the two dependency terms are
combined with appropriately tuned hyperparameters A, and A,
(rows (4) and (7)), the models demonstrate a favorable balance
between privacy protection and utility.

Investigations of outlier exposure strategies used in BiDO+:
In this section, we evaluate how two OE strategies (CM and ER)
affect the model’s MI robustness and OOD robustness. Table
IX shows that employing the ER strategy alone improves the
model’s OOD robustness while having a negligible impact on
the model’s MI robustness. On the other hand, using the CM
strategy alone enhances both the model’s MI robustness and
OOD robustness with no significant effect on the model’s valida-
tion accuracy. When solely utilizing BiDO, there is a substantial
improvement in the model’s MI robustness, but it comes at the
cost of compromised OOD robustness and validation accuracy.

Building upon BiDO with the incorporation of ER and CM
strategies boosts the model’s OOD robustness, thereby mitigat-
ing the issue of poor OOD detection performance in BiDO-
trained models. Additionally, the application of the CM strategy
further enhances the model’s MI robustness. This is because con-
temporary state-of-the-art MI attack algorithms often leverage a
prior learned from the public data (Dpyp) to generate high-quality
synthetic samples, which are inherently OOD samples. CM
induces the model’s prediction probabilities for OOD samples to

approximate a uniform distribution, making it more challenging
for MI attacks to optimize synthetic samples with the goal of
achieving a one-hot prediction output for a specific identity.

VII. CONCLUSION

In this work, we have introduced the bilateral dependency
optimization (BiDO) strategy to enhance model robustness
against model inversion attacks while preserving model utility.
BiDO achieves this by reducing the dependency between inputs
and latent representations, while simultaneously enhancing the
dependency between latent representations and outputs. Com-
prehensive experimental results have demonstrated BiDO’s su-
periority over existing defense methods across various datasets,
deep models and MI attacks. Further, we have revealed that
BiDO’s advantage in privacy protection comes at the cost of
compromised OOD detection performance. To mitigate this
limitation, we propose BiDO+, an enhanced version of BiDO
that incorporates outlier exposure into the training process,
which serves to restore the model’s OOD detection performance
without compromising its privacy-preserving capabilities. Ex-
haustive experiments have validated the effectiveness of BiDO+
in enhancing both MI robustness and OOD robustness.
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